—w__ g-Eclipse

g-Eclipse Technical Documentation

for the nal g-Eclipse release

WP2, WP3, WP4

Document Filename: TechnicalDocumentation.pdf

Workpackage: WP2, WP3, WP4

Partner(s): FZK, PSNC, JKU, UCY, RUR, IT Innovation,
NLE-IT

Lead Partner: PSNC

Cong ID: D2.9 D3.8 _D4.8

Document classi cation: PUBLIC

Abstract: This document contains the technical documentation for the Grid User, Operator, and Devel-
oper Perspectives of the nal g-Eclipse release.

—

[Z1]=]

Information Society

Technologies

TechnicalDocumentation.pdf PUBLIC 1/55



— g-Eclipse D2.9, D3.8, D4.8 { g-Eclipse Technical Documentation

Delivery Slip
] | Name | Partner | Date | Signature
From | Pawel Wolniewicz PSNC
Harald Gjermundr d ucy
Sylva Girtelschmid GUP
Nicholas Loulloudes ucy
Veri ed By
Approved By

Document Log

| Version| Date | Summary of changes | Author
0.1 11/12/08 Initial Version with WP3 content Harald Gjermundr d
0.2 22/12/08 Providing content for the JSDL Editor | Nicholas Loulloudes

under WP2 section
0.3 23/12/08 Adding additional content to the JSDL | Nicholas Loulloudes
Editor under WP2 section. Also re-
structured the section with more sub-
sections.

0.4 12/01/08 Providing content for the Remote De- | Thomas Keckerbauer
velopment and Debugging under WP4
section

0.5 14/01/09 Providing content for the Application | Jie Tao
Deployment under WP4 section
0.6 15/01/09 Providing content for Job Management: | Mariusz Woijtysiak
Job submission, Updating Job Status,
View "Job Details", View "Jobs", Fil-
ters on Jobs view, Getting results of ex-
ecuted job, Deleting job / Releasing job
resources, Parametric jobs for WP2 sec-
tion

0.7 22/01/09 Providing content for the Visualisation | Sylva Girtelschmid
support under WP2 section
0.8 22/01/09 Providing content for the Work ows | Ashish Thandavan
section in WP4
0.9 26/01/09 Providing content for the Infrastructure | Harald Gjermundr d
Conf. section in WP3
0.9 29/01/09 Providing content for the Batch Queue | Nicholas Loulloudes
Editor in WP3

TechnicalDocumentation.pdf PUBLIC 2/55



— g-Eclipse D2.9, D3.8, D4.8 { g-Eclipse Technical Documentation

Executive Summary

This Technical Document describes the design and architecture of the tools provided byhte Grid User,
Operator, and Developer Perspectives. The detailed architecture of g-Eclipse's coromponents can be
found in the \g-Eclipse Final Architecture" document, deliverable D1.8.
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1 User Perspective

This chapter describes the design and architecture of the plugins that deal with Job mangement, Data
management, Grid terminal and Visualization.

1.1 Job Management

1.1.1  Architecture Design

Figure 1.1 show the interfaces and main classes used to implement job management in g-Eclipsé/hen
the workspace does not contain any job as yet, onlyiGridJobService objects are created. The user
selects alGridJobService and submits her / his job to the grid. Then the IGridJobService connects
to the grid, starts a new job and returns an instance ofIGridJobID . GridJobCreator takes the job ID
and, based on it, creates a folder ".name[1].job" in the workspace, whereame is the job's name. Square
brackets with a unique number are added if a job with the same name exists in theame \Jobs" directory.
The job creator creates three XML les in the job folder, into which the job objects are serialized (see
table 1.1).

<<interface>> <<interface>>
IGridElementCreator 1GridJob
1 1
1 1
1 1
: <<realize>> : <<realize>>
1 1
1 creates 1 <<interface>>
L ! ! ! IGridJobStatus
GridJobCreator [~ 77T T T T T2 GridJob ¢1 1
P JAN
<<interface>> :
IGridJobID : <<realize>>

| GridJobStatus

1

| <<realize>> /\ /\

GridJobID
/\ /\ |GIiteJobStatus " GriaJobStatus I
<<interface>>
IGridJobService

A |G|iteWMSJOb|D ” GriaJobID I
T
1
1
: <<realize>>
1

<<realize>>

1
1
1
1
1
1
| 1
I 1
I 1
I 1
I 1
I 1
_____________ ) !
GriaJobService [ _ _ _ _ _ : __________________ P, J
I 1
1
—_— - J \
GliteJobService | _ _ - _ _ & & o C o C D D o f e e e e e e e e e m e = J

Figure 1.1: Main classes and interfaces used in job management.

o

When these new les appear in the workspace, the g-Eclipse model uses@idJobCreator to create a
GridJob object. GridJob contains an object that implements IGridJobID , which enables the identi ca-
tion of jobs on the remote host and anlGridJobStatus representing last updated status of the job. If
the status has not been updated yet, then the following status message is seBubmitted from g-Eclipse
Regardless of the middleware, &ridJob object is always created, butlGridJoblD and IGridJobStatus
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File name | Class serialized to le
JjobID GridJob

.jobInfo IGridJobID

JjobStatus | IGridJobStatus

Table 1.1: Files created in the Job folder and the corresponding classes that areigalized to them.

are specic to a given middleware. Each time thelGridJobService updates the job's status, a new
instance of IGridJobStatus is created and passed to theGridJob object.

After restarting g-Eclipse, job folders and les are read from the workspace andh GridJobCreator creates
the GridJob objects.

1.1.2 NewJobWizard

The New Job Wizard follows Eclipse's way of creating new resources in the workspa. Using the Wizard
is a convenient way to create new job description les taking into account the work@ace's resources as well
as g-Eclipse's model objects. The Wizard extendsrg.eclipse.ui.newWizards extension point. This
extension as well as the Wizard's classes are de ned in theizards package in theeu.geclipse.jsdl.ui
plug-in. The basic job description format supported by the Wizard is JSDL (*), but it also supports the
creation of resources in di erent job languages (e.g. JDL, se&Vizard Output Formats).

Wizard Implementation

All the Wizard's classes are de ned in eu.geclipse.jsdl.ui plug-in, in the wizards package and
all classes mentioned in this section are located there, unless stated otherwise. h& main class
implementing the Eclipse wizard container's interface is the NewJobWizardclass. It is a standard
org.eclipse.ui.INewWizard implementation, making use of the org.eclipse.jface.wizard.Wizard
super class.

NewJobWizardis the container for following wizard pages:

NewJobWizard.FirstPage - this is an internal class of NewJobWizard which just extends
org.eclipse.ui.dialogs.WizardNewFileCreationPage . This new class was needed to add the
possibility of choosing a Wizard's output format, providing initial selecti on for output location
(\Job Descriptions" folder of the Grid Project) and populating the Name eld wi th the lename.

ExecutableNewJobWizardPage - as a org.eclipse.jface.wizard.WizardSelectionPage , this
wizard's page has two functions. The rst is to collect data about the job to execute @pplica-
tion name, executable le, its arguments and standard input, output and error les). The second
function is connected with the Application's Parameters. The general idea is that someapplica-
tions may required some additional data to create a job description le. In that case, there is the
possibility to de ne extra pages for the New Job Wizard. They will be added between theExe-
cutable and Data Staging pages byExecutableNewJobWizardPageclass based on values entered in
the Application name eld. See the Application parameters section for details of this mechanism.
By default { when no application is chosen in the Application name eld, or no additional data
is associated with the value entered in this eld { no extra pages will be added to he New Job
Wizard and the Wizard will proceed to the Data Staging Page upon pressing theNext button on
the Executable page.

DataStagingNewJobWizardPage a simple implementation oforg.eclipse.jface.wizard.WizardPage
with widgets for de ning input and output stagers for a job. Those widgets are seperaé classes

Lhttp://forge.gridforum.org/projects/jsdl-wg
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(which are also used by the JSDL editor) -DataStagelnTable and DataStageOutTable from the
eu.geclipse.jsdl.ui.widgets package.

Wizard OutputFormats

The default output of the New Job Wizard is a JSDL le, but there is a possibility for the Wizard to
produce di erent le formats. This functionality is de ned based on the Eclipses plug-in mo del.

1.1.3 Application Parameters

Application Parameters allow the user to de ne an extension to the New Job Wizard n the form of
additional wizards pages without writing even a single line of program code. Fronmthe user's point of
view, this declarative mechanism is based on XML les, which are then parsed by théNew Job Wizard's
helper classes to create necessary objects on the .

User de nes Application Parameters through Window > Preferences> g-Eclipse > Application Param-
eters menu, by providing the following information:

Application Name - name of the application that will be listed on the Executable page in the New
Job Wizard in the Application name list

Application Path - path to the executable le of the application. This should be an absolute path
on the host on which the application is to be launched. This parameter is optional.

XML Path - an absolute path to the local XML le describing additional New Job Wizard content.
This XML is de ned by ui_definition.xsd

schema le located in the eu.geclipse.jsdl.ui plug-in in the xml subdirectory.

JSDL Path - path to the local JSDL le. This le is used as a base le when creating new a JSDL
le in the New Job Wizard. If some of the elds for which the Wizard's elds provide i nput are
de ned in this le, the corresponding elds in the Wizard will be pre-populated with values t aken
from this JSDL le.

If any Application Parameters are de ned, they will be displayed on the Executable pag in the New
Job Wizard in Application name list (by application name parameter). Choosing one of the applications
from the list triggers the following actions:

1.

additional wizard pages are created (they will be displayed between the Executablend Data
Staging pages),

. Executable le eld's content is set to Application Path value of selected Application Parameters,

. if the base and non-empty JSDL le was de ned, the wizard's elds are pre-populated with values

taken from this le.

When the user presses the \Next" button, it results in setting the base JSDL le for the Wizard to the
le de ned for chosen Application Parameters.

TechnicalDocumentation.pdf PUBLIC 8/55
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Additional wizard's pages de nition

Any extra wizard pages should be de ned in an XML le passed to application parametess through
the XML Path eld in the Preferences dialog. This XML is described by the ui_definition 2 XSD
document. The basic document structure, listing the main XML elements is described belw. Please
refer to the XSD document for more detailed information.

1. pluginPages - XML document root element, page elements are contained within it

2. page - each page element de nes a new wizard page. Graphical components of a page should be
de ned inside this element. Elements components supported by the parametric wizard exinsions
are the following:

(a) text - de nes a simple text eld (org.eclipse.swt.widgets.Text ). The elements label
and paramNameshould be created as children of this XML element. The rst represents
org.eclipse.swt.widgets.Label widget that will precede the text component with a eld
description. paramNamstands for the JSDL element to which the value of this text eld will
be written.

(b) textWithFileChooser - the same as thetext element (including its children), but has an
additional org.eclipse.swt.widgets.Button coming after the SWT text eld. Pressing this
button will result in the opening of a eu.geclipse.ui.dialogs.GridFileDialog . A selection
made in this dialog will be passed to the SWT text eld.

(c) list - represents aorg.eclipse.swt.widgets.Combo  widget. It extends the text element,
which means that it inherits all its children elements, but, in addition, has its own value and
writeable sub-elements. Invalue's the element list content should be de ned. writeable
decides whether user will be able to edit the SWT combo's entries.

(d) multipleArguments - control used to keep multiple values of one parameter. Values are kept
in a table (org.eclipse.swt.widgets.Table ) - in which their String values are presented
(because of the LabelProvider used). This table comes together with three buttons: \Ad"
for adding a new value and \Edit" and \Remove", for editing and deleting a selected item
respectively. Similar to all components,paramNameshould be de ned to associate this control
with a JSDL element. In addition, the range of number of a parameter's values can b
determined - using minArgumentsCountand maxArgumentsCountelements.

(e) textDataStaging - the same as textWithFileChooser , but for the chosen le, the
DataStaging element in the JSDL will be created. There is a possibility to determine if
this le should be staged in or out onto the Grid by giving the element file values \in" or
\out" respectively.

(f) multipleDataStaging - this is intended to combine textDataStaging with multipleArguments,
but for release 1.0 there is no support for this element.

Please note thatparamNamelement which must be de ned for all of the components' elements is the name
of parameter that will be passed to the application. This is done by adding the name bthe parameter to
the executable call of the application. In JSDL, those values are represented bjsdl-posix:Argument
elements.

Examples of application parameters

For examples of instances of XML les de ning additional wizard pages, please refer topage.xml in
eu.geclipse.jsdl.ui/xml/ folder. \Deploy" it in g-Eclipse using Window > Preferences > g-Eclipse >
Application Parameters menu (specify any executable and application name and point to an empty
JSDL le - this only contains the JSDL's root element). When you navigate to the New Job Wizard,

2This le can be found in “eu.geclipse.jsdl.ui/xml/" directory
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you will be able to choose your application from the list on the Executable pge. This will result in the
addition of two pages after Executable and before DataStaging pages. On the rstthree text les will
be created, on and on the second - also three instances textDataStagins controls.

The application parameters mechanism is also used to pre-populate the New Job Wizdrwith JSDL
elements required by GRIA's applications. In this case, application parameters g created program-
matically in the eu.geclipse.jsdl.ui.preference.ApplicationParameter sRegistry class. In fact,
ApplicationParameterRegistry queries not only GRIA applications, but applications from all VOs
found in the workspace. Applications are represented byeu.geclipse.core.model.IGridApplication

class. The method getApplicationParameters in this interface is responsible for return-
ing an eu.geclipse.core.model.IGridApplicationParameters instance for which appropriate
XML and JSDL les should be created. IGridApplicationParameters instances obtained in

ApplicationParameterRegistry ~ are associated with the VO to which they belong. Information about
the application parameters' VO is then used in the New Job Wizard to Iter objects shown in the Appli-
cation name list. When a New Job Wizard is started from the Grid Project View with the G rid Project
Selected, on the Executable page, the user will be able to choose only from applicatigmarameters de ned
for the VO of the selected project. Please note, that application parameters de nition added through
Application Parameters menu in Preferences does not have VO information associated with it, which
means that it will appear for all VOs.

1.1.4 Job Editor (JSDL Editor)
Overview

To submit a job to the Grid, rst a job description must be created. The most general and middleware-
independent job description format is currently the Job Submission De nition Language (JSDL) which is
de ned by the JSDL OGF 2 working group. JSDL is the main job description language used in g-Eclipse,
although other job description formats can be used as well. To this end, a multi-pag form editor (shown
in Figure 1.2) has been developed in g-Eclipse that fully supports the JSDL Speci cation, Version 1.

The JSDL editor consists of six pages, each of which is responsible for maniptiiag di erent JSDL
elements. An additional raw source editor is provided. Below, an overview of thespages is provided:

JSDL Editor Pages

Overview Page: Provides general information about the job and also a general desption of what
each editor page does. In addition, it provides hyperlinks to each page of the JSDEditor.

Job De nition Page: Provides an interface for manipulating the job ID and also general requirements
of the job.

Application Page: Provides an interface for manipulating the job application and its requirements.
This page provides an interface to the JSDL extension for POSIX type applications

Data Staging Page: Provides an interface for de ning the les that should be moved b the execution
host (stage in) before the job executes and the les that should be moved from the execign host
(stage out) after the job executes.

Resources Page: Provides an interface for de ning the resource requirements of the job.
Parameters Page: Provides an interface for de ning parameter sweeps within JSDL eleemts.

Raw JSDL source editor: Provides a view of the JSDL raw source le. This is an XMLeditor with
syntax highlighting and auto-completion that supports the JSDL schema.

3http://forge.gridforum.org/projects/jsdl-wg
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Figure 1.2: The JSDL Editor

Each page of the JSDL editor except the raw JSDL source page, extends thel.geclipse.jsdl.internal.page.JsdIFormPage
class. The JsdIFormPage class extends therg.eclipse.ui.forms.editor.FormPage class and implements the
org.eclipse.emf.edit.provider.INotifyChangedListene public interface.

The JsdlFormPage superclass provides the following methods to the derived JSDL edr page classes:

setDirty() : Sets the dirty state of each page to TRUE or FALSE. If the dirty state of a page is set to
TRUE, this means that there is a change in one of the controls on the page and a e operation is
needed to re ect this change to the underlying resource le. When the save operation is perfoned,
the dirty state of the page is reverted back to FALSE. Note: in the editor, the existence of a dirty
state equal to TRUE is denoted with an asterisk (*) next to the right of the | ename on the editor
toolbar.

isDirty() : Returns the dirty state of a speci c page.

addFormPageHelp(): Provides a help icon on the toolbar of each page. When the icon is clicked, the
g-Eclipse help system is started and an HTML help page for the speci c editor pagesi displayed.
The HTML page provides detailed usage documentation to users for the speci c page. Ea page
is linked to a di erent HTML page.

getHelpResource() Returns a string containing a reference to the HTML page that contains the
documentation for the speci ¢ page. This method is overridden at each JSDL editor pagelass in
order to return a di erent link to the help system.

setPageContent(). Sets the page content. The content is the root JSDL element JobDe nition-
Type). This content will be passed later on as the input to the various page sections.See the
setlnput() method in the following subsection.
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createStaticSection(...) This method creates a section using the TableWrap layout algo-
rithm which attempts to position controls in the composite using
a two-pass autolayout HTML table algorithm recommended by
HTML 4.01 W3C speci cation. The section is expanded and
cannot be collapsed.

createExpandableSection(.. .) This method creates a section as described above. The sectign
can be expanded and collapsed. The initial state of the section
can be passed as a parameter to the method.
createGridStaticSection(.. .) This method creates a section using the GridLayout which posi-
tions controls in the composite in a rectangular grid. The com-
posite is divided into rectangles of equal size and each control is
added in each rectangle. The section is expanded and cannot b
collapsed.

createGridExpandableSection(...) | This method creates a section as described above. The sectign
can be expanded and collapsed. The initial state of the section
can be passed as a parameter to the method.

]

Table 1.2: FormSectionFactory creator methods

JSDL Editor Page Sections

Each derived JSDL editor page class consists of one or more sections, with eashction enabling the
user to manipulate speci ¢ JSDL elements. Each section is provided by a di erent clas. A section class
extends the eu.geclipse.jsdl.ui.internal.pages.sections.JsdIFanPageSectionand implements the following
methods:

createSection(} This method creates the form section composite using the public static methods
available from the eu.geclipse.jsdl.ui.internal.pages.FormSectionFactr class. These methods are
provided and described in tablel.2. In addition, it creates the controls on the composite and adds
a listener to each control for triggering a noti cation when any changes are inhbited on the control
values. Table 1.3 denotes which kind of listener is added for which control. When a noti cation is
triggered, the appropriate action is triggered (e.g. button click opens a dialg window) or a change
is passed to the underlying element of the JSDL model the control is responsible fognd the dirty
state of the page containing the section is set to TRUE. Finally, this method provides the section
title and description.

swt.widgets.Text ModifyListener()
swt.widgets.Combo | SelectionListener()
swt.widgets.Button | SelectionListener()
swt.widgets.Button | ISelectionChangedListener()

Table 1.3: Listener Type for SWT Controls

setlnput() : This method is the rst method to be called after the constructor class and providesthe
input to the section. The input to each section is the root JSDL element JobDe nitionType ) from
which all the sub-elements which are manipulated by the controls on the section catbe accessed.
Lastly, this method calls the IIFields() method before exiting.

lIFields() : This method reads the root JSDL element provided to the section from thesetinput()
method. It nds the parent JSDL element in which all the elements which are manipulated by the
section controls are contained. Then, it iterates over all children JSDL elements ad attributes and
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populates their values to the controls in the section responsible for each elementThe rst thing
this method does is to disable control noti cations in order to avoid changing thedirty state of the
page containing the section. When all controls are populated with the data fromthe underlying
JSDL model, then control noti cations are enabled.

JSDL Editor

The eu.geclipse.jsdl.ui.editor.Jsdl|Editor class extends theorg.eclipse.ui.forms.editor.FormEditor class
and implements the org.eclipse.emf.edit.domain.|EditingDomainProvider public interface. The most im-
portant methods implemented are described below:

createSite(): This method overrides the FormEditor class method. It create the multi-page editor
site.

getJsdiModel(): This method, gets the le resource which is the input to the editor and lIs the
JSDL model based on the contents of the le. The le must have the “jsdl' extension and nust be
an instance ofeu.geclipse.jsdl.JSDLJobDescription This method returns NULL if the resource le
is empty or if the content of the resource le is not an instance of JSDLJobDescripton.

getResourceRoot() This method is called from the getJsdIModel() method and obtains the JSDL
root element (JobDe nitionType) from the resource le. This element contains all other JSDL
elements and it is supplied as input to all the pages of the editor.

addPages() This method overrides the FormEditor class method. It calls the getJsdIModel()
method to populate the JSDL model from the resource le and then creates the pages of the edi.
The order the pages are created in and added to the editor determine the order in which pages
appear. If the getJsdIModel() returns NULL, then no page is added in the editor but the raw JSDL
source editor.

doSave() This method overrides the FormEditor class method. It saves the changes performed
to the JSDL model to the underlying resource le (editor input). The method can be called only
when the dirty state of the editor is set to TRUE. When a save operation is triggered, the method
cleanDirtyState() is called to set the dirty state of all the pages to FALSE.

doSaveAs(} This method overrides the FormEditor class method. It saves the resource le (used
as the editor input) as a di erent name. The resource le should have the “jsdl' extension.

pushContentToPages() Sets the content of each page of the editor. The content is the root JSDL
element(@obDe nitionType ).

1.1.5 Job submission
Action Submit job

To submit a job to the Grid, the user selects one or many Job Description les and, fom their context
menu, selects the actionSubmit...#. This selection-based action is implemented in such a way that it is
possible to select many Job Descrition les, but all of them should belong to the ame Grid Project.

The user can also select any container, in which the Job Description les are st@d. This feature was
implemented as a simpleresubmit functionality. So now it is possible to select an already submitted Job
and, from its context menu, select the actionSubmit.... As a result, the Job Description used to submit
the selected job will be used to submit a new job. What's more, the same technique majpe used to
continue the submission of parametric jobs that may have been interrupted: just slect the folder Job
Descriptions queue containing the descriptions not yet submitted.

4Implemented in class eu.geclipse.ui.internal.actions.SubmitJobAction
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Wizard Submit Job

After selecting Submit, the Submit Job wizard appears.

In the rst wizard step °, the user may select from the current project'sfolder , in which the submitted
job will be stored. During the creation of a new Grid Project, the user may decide, inwhich folder all
jobs will be created (typically: Jobs), so this folder is now selected by default.

If the user selected exactly one job description, then she may also change tlrame for the submitted
job. By default, the name is proposed based on the name of the job description le. Ithe user selected
multiple job description les, then a list of proposed job names is shown, but the usercannot change any
of them.

The second wizard stef displays a list of job services which are able to accept the selected job descriptions
for submission. g-Eclipse supports many types of job descriptions such as JSDIDL, RSL or parametric
JSDL. In most cases, a job service may accept only a few of them, so this list coains only services, that
supports all the job descriptions selected by the user.

When the wizard is running, job services are fetched from the current Virtual Organizaion. Some VO
implementations connect to remote Info Services, so this fetching may take a while. His is why it is
implemented as background thread.

IGridJobService

When the user selectg=inish in the wizard, a connection to the remote service is established and the job
is submitted to the Grid. All communication between g-Eclipse and remote services i@ written in class
implementing the eu.geclipse.core.model.IGridJobService interface.

Objects of the class implementing IGridJobService have to be created as other objects in the g-
Eclipse model: by the creator implementing IGridElementCreator contributed to the extension point
eu.geclipse.gria.griaElementCreators

In most cases, services will be created based on the URI passed from thd@o Service, so the job service
creator should be able to createjob service objects usingjava.net.URI

When a job is serialized in the workspace (after submission to the grid), mdsinformation enabling it to
be uniquely identi ed are stored in a IGridJobID object. This object should later be enough to work with
other job management functionalities. So thejob service creator should also makejob service objects
using IGridJobID . This is achieved by storing the URI to job service into IGridJobID .

The most important methods in IGridJobService related to job submission are:

boolean canSubmit( final IGridJobDescription desc )
Check if passed job description can be accepted for this job service.
submitJob( final IGridJobDescription description,

final IVirtualOrganization vo,
final IProgressMonitor monitor )

Connect with remote service, register job described by passedescription and return the object
implementing 1GridJobID , allowing it to identify the job started on the grid.

SImplemented in class eu.geclipse.ui.wizards.jobsubmission.FolderSelectio nWizardPage.FolderSelectionWizardPage
SImplemented in class eu.geclipse.ui.wizards.jobsubmission.JobServic eSelectionWizardPage
“see method eu.geclipse.ui.wizards.jobsubmission.JobCreatorSele ctionWizard.addPages()
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IGridJobID

Objects implementing the IGridJobID interface are returned as a result of thdGridJobService.submitJob()
call. These objects are passed to other methods olGridJobService , so the class implementing
IGridJobID should contain all the information needed to identify a job on the remote servce.

Most g-Eclipse implmentations ofIGridJobID use the abstract classu.geclipse.core.jobs.GridJobID ,
which supports serialization of its objects within the local workspace.

If any implementation of GridJobID.jobID wants to serialize more data than only GridJoblID.jobID
then the following methods should be overridden in the implementation:

String GridJoblD.getData();
String GridJoblD.setData();

Every implementation of IGridJobID should contribute to extension point eu.geclipse.core.jobs.jobStatus
in order to be de-serialized by theGridJob class during g-Eclipse start-up.

1.1.6 Updating Job Status

Once a job is submitted to the Grid, it is possible to check if it is waiting for something, running or has
maybe nished its work. Update of the job status is triggered in two ways: by the user who selects the
"Update Job Status" action, or automatically as a background process.

Automatic job status update

For each job submitted to the Grid, a corresponding eu.geclipse.core.JobStatusUpdater object is
created. It is responsible for contacting the underlying middleware periodically andfetching the current
status of the job. If the received status cannot change further, either because the job hasished or
aborted, the updater for this job is not scheduled any more.

The JobStatusUpdater extends Eclipse'sorg.eclipse.core.runtime.jobs.Job . This allows the up-
dater to be scheduled and run as a background Eclipse task, managed by Eclipse. Td@ak the user have
control of this process, a preference pagéob Status Updateswas created. This page allows the user to
choose if job updating should be running, maximum number of updaters running at the sme time and
the period between updates. A special classsu.geclipse.core.internal.model.JobScheduler , was
created to monitor and control the execution of all job updaters. Its main duty is to start and stop job
udpaters if the maximum limit is reached, or if the user chooses to stop the updatervia the dedicated
action or preference page.

When the status of the job has changed, registeredu.geclipse.core.model.IGridJobStatusListener S
are noti ed using the method:

public void statusChanged( IGridJob job );

If the status did not change, listeners are noti ed that the status was checked, but did nd change. Only
the date of the last status refresh is changed. The following noti cation methodis used in this case:

public void statusUpdated( IGridJob job );

Registering of the listeners is done viaeu.geclipse.core.internal.model.JobManager . The method
used to register to a job updater's noti cation list is:

public void addJobStatusListener( final 1GridJob[] jobs,
final int status,
final 1GridJobStatusListener listener );
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Action \Update selected job's status"

Using this action®, the user may manually update the job status. This action is based on selectionso
jobs have to be selected before triggering it.

The action Update selected job's statuss visible via the context menu in the Grid Projects and Jobs
views. It is accessible also as a button on the toolbar in thelob Details view, where it works on the job
whose details are being displayed.

Method IGridJobService#getJobStatus()
For every job, whose status is updated, the following method is called:

public IGridJobStatus getJobStatus( final 1GridJobID id,
final IVirtualOrganization vo,
boolean fullStatus,
final IProgressMonitor monitor )
throws ProblemException;

Implementation of this method connects with the remote service, checks the current sttus for the job
identi ed by the id parameter and returns an object implementing the interfacelGridJobStatus.

We encountered a memory problem related with job status updating. For workspaces adaining thou-
sands of jobs, when the job statuses were updated in the background, a lot of memoryas consumed. As
a result, many times, we observed an "Out of memory on heap" error in the Java Mitual Machine. To
avoid such problems, we introduced the parameteffullStatus in the method getJobStatus() . Its value
is true when the user manualy updates the job status, which means that all available infomation about
the job is needed (e.g. to show in theJob Details view). When the status update is running within a
background process, then the parametefullStatus is set to false and only basic information about the
job should be received from the Grid (such as status-name).

Interface "IGridJobStatus"

Based on data received from the remote service, the methotiGridJobService#getJobStatus() cre-
ates and returns an object implementing the IGridJobStatus interface. All implementations of
IGridJobStatus just extends the abstract classGridJobStatus , which support serialization of basic
status information such asstatus name, status type , reason (description), date when status was up-
dated.

Concrete IGridJobStatus implementations pass the value received from the remote service (e.g. DONE
for nished job) to status name, with which the user is more familiar. Alternatively, we could show the
user the names de ned in g-Eclise (e.g. "Finished"), but it could confuse users, especially tte@ who are
already familiar with a speci ¢ middleware.

Status type is an integer value with possible values de ned in the interfacelGridJobStatus . In most
cases, values oStatus type do not have direct counterparts in the data from the remote service, hence
the remote data must be mapped toStatus type .

While Status name is used display the status to the user,Status type is used for comparisons in the
source code.

Reasonhas an optional string describing the current status. E.g. in the case of failurewhen Status name
contains the value \ABORTED" Reasonmay contain the reason why the job was aborted.

8Implemented in class eu.geclipse.ui.internal.actions.UpdateJobStatusActi on
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Most IGridJobStatus implementations have more data thanstatus name, status type andreason. To
serialize those extra data methodsGridJobStatus#getData() and GridJobStatus#setData( final String data )
are used.

Every 1GridJobStatus implementation is registered in the platform by contributing to the extension
point eu.geclipse.core.jobs.jobStatus

1.1.7 \Job Details" View

The Jobs view only shows basic information about a job such as: id, status or submsgon date. All other
information about a job (including info speci ¢ for a middleware) can be found in the Job Details view.

The main class implementing this view is theJobDetailsView °. This view listens for changes of selection
in other views and shows the details of the rst selected job. If a new selection does not otain any job,
then the content of the Job Details view is not changed, the last selected job's details are displayed.
Thanks to this, a user may select a job, open theJob Details view, open a text le (selection has changed
now, whereas theJob Details view still shows info about the job) and then copy the details from the
view to the le.

The most convenient way of opening theJob Details view is to select a job and select \Open" from
context menu. In this case, the actionOpenJobAction'? is triggered, which opens theJob Details view.

It is also possible to open theJob Details view using the standard EclipseShow View action, but, in
this case, the job may not be selected and the view will contain only a hint \To digplay Job Details,
select any job in the “Grid Projects' or “Jobs' view".

The Details available on the Job Details view are grouped insections as shown in gure 1.3.

The simplest detail consists of pairs: “name' and “value'. More complex details may have multi-linéext
and buttons.

Figure 1.3: Job Details view with the details grouped in sections.

Interface IJobDetailsFactory

Details are generated bylJobDetailsFactory ', so every middleware can implement its own factory
generating job details speci c for that middleware. |JobDetailsFactory  implementations are registered
by contributing to the eu.geclipse.ui.jobDetailsFactoryextension point.

By default, the g-Eclipse core contains one implementation oflJobDetailsFactory : \GridJobDetails-
Factory". It generates middleware-independent details based on general objects such d&ridJob |,

9eu.geclipse.ui.views.jobdetails.JobDetailsView
10ey.geclipse.ui.internal.actions.OpenJobAction
11 eu.geclipse.ui.views.jobdetails.lJobDetailsFactory
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IGridJobStatus and IGridJobID . So this basic information will also be visible for new middlewares,
which have not implemented IJobDetailsFactory  yet.

The most important method in 1JobDetailsFactory  is:

List<lJobDetail> getDetails( final IGridJob gridJob,
final JobDetailSectionsManager sectionManager );

This method is called during every refresh of the view (e.g. when selected job was changed)rhe
implementation should check if is able to generate details for the passegridJob and return those details
if applicable.

Interface |JobDetail

The interface 1JobDetail has many methods used by the view such agetld , refresh , dispose . But
in most cases, the developer does not need to deal with all those methods: we provide ewf useful
[JobDetail implementations, which simplify creation of details:

JobTextDetail 2 - produces the simplest detail containing the pair: detail name, value (1-line). This
is intended for details having short a value tting into one line of text.

JobComplexDetail'® - produces detail containing: detail name, value (rst 3 lines) and button.
Intended for details having longer text. To keep the view readable, those longer detailsannot be
shown in whole, so only the rst 3 lines are shown. There is also a button, which carbe used to
open the editor showing the whole value. A specialised editor can be opened such as JSIRSL
or just the plain text editor.

JobDetail'# - this is an abstract class, which is used to implement the most exible details. It

supports correct interaction between detail object and view, but all other things suchas widget
creation, refreshing data, etc. have to be implemented. Of courseJobTextDetail and JobCom-
plexDetail extend JobDetail. JobDetail is extended directly by LoggingEventsDetail®, where only
the \Download" button is visible. This button starts downloading Logging & Bo okkeeping events
and opens it in a text editor.

Sections

When creating JobDetail objects, it is necessary to passJobDetailsSection object to the constructor,
representing the section, in which the detail is placed. Sections are fully managed byobDetailSection-
sManager, which is passed to the methodlJobDetailsFactory#getDetails when creating details. From
JobDetailSectionsManagerit is possible to get sections common to all middleware such as \General",
\Application" or to create a new section speci c to the given middleware.

A section may be created adazy. Lazy sections are collapsed after creation (does not show any detail)
and when expanding, they force the refreshing of the view. Lazy sections are useful when valuais some
details have to be computed, which causes that view's refresh to be much slower. Thés to the lazy
section, the view works smoothly when the section is collapsed, but the user still hathe possibility to
see all details.

12 ey.geclipse.ui.views.jobdetails.JobTextDetail

13 eu.geclipse.ui.views.jobdetails.JobComplexDetail
14 eu.geclipse.ui.views.jobdetails.JobDetail

15 eu.geclipse.glite.ui.jobdetails. LoggingEventsDetail
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Forcing downloading job status in full version

As was mentioned in chapter 1.1.6 on page 16, it is possible to download job status with dier-
ent amount of data: a short version and a full version. The full version is neededd show in the
Job Details view. Therefore, the view is responsible for forcing the updating of job statusn the
full version. In order to avoid updating job status before every refresh, the vew calls the method
IJobDetailsFactory#shouldUpdateJobStatus . So the details factory should decide if a selected job
has a valid long status. If not, then the view schedules a status update for that jb.

For example, a job status for gLite implemented in classWMSJobStatusnay download the status with
4 levels of verbosity, so it contain two sets of detail members: short andufl. By default, only the short

version is downloaded during the update of job status, but if theJob Details view is refreshed, then the
GliteWMSJobDetailsFactory detects that the full status is null and forces the updating of the full job

status in the background. When the full job status is downloaded from the remote srvice, the view is
refreshed and shows the complete set of information. During the next background jobtatus update, only
a short status is downloaded and, if a new status type is the same as the old onejen the old full status
is copied to the new status, so during the next refresh of theJob Details view, the full status will not

be downloaded again. But if the status type changes, then the long status is cleareand is downloaded
during the next refresh of the Job Details view.

Avoid blinking during refreshing view

Every time a new job is selected, the Job Details view has to be refreshed. All registered
IJobDetailsFactory s are asked to creatdJobDetail objects. Then, all displayed details are disposed
and created again. But this widget disposing and creation caused the whol@ob Details view to blink a
lot when switching between jobs. To x this problem, the widget re-using mechanism was mplemented.
Now, when refreshing for all new details, it is checked if the detail with the samename and in the same
section was shown the last time. If yes, then the new detail does not create new widgetsut uses widgets
created the previous time (for old detail). Only widgets not reused are disposed.

1.1.8 View "Jobs"

IGridJob objects are managed in g-Eclipse model by specialisd@ridElementManager '°, so Jobs view
can be implemented as extension oElementManagerViewPart class. Thanks of this we have following
functionalities:

tree based view part

content provider, which generates content for view base oiGridElementManager
registered listeners, which refresh view during every change in the model

drag & drop functionality

context menu with standard common actions like "Open", "Delete", "Refresh"
Following functionalities had to implemented in Jobs view:

additional columns: status, reason, submission date, last refresh date, job id
job status listener updating decorators of job icons

serialization/deserialization of column sizes between g-Eclipse sessions

18 mplemented in class eu.geclipse.core.internal.model.J obManager
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label provider'’ providing labels for additional columns, decorating icons on the view and showing
more user friendly name for job (by default IGridElement for job has name in fam ".calculate.job",
whilst we show the user "calculate")

additional action to the context menu / toolbar like: "Update Job Status", " Submit Job", "Toggle
Background Job Status Update".

jobs lter to show only a subset of all submitted jobs

1.1.9 Filters on Jobs view

Standard Eclipse lters implementation: ViewerFilter has possibility to set lters, controlling which
elements from content provider will be visible on the view. Those Eclipse lIters are easy to use if whole
Iter de nition can be created by the developer. We have requirement that Iter parameters will be
de ned by the user. Additionally user may join a few lters, store it in Iter con gurat ion and switch
between such created con gurations. We implemented that functionality in g-Eclipse ingeneral way, so
it can be used to manage any Iters on any view.

Figure 1.4: Two lIters on view Jobs belongs to Iter con guration "Failed Jobs"

Figure 1.4 on page20 show Iters from Jobs view stored as con guration. We have there 2 lters: rst
allow to Iter jobs using job status and the second allow to lter jobs using submission date. User may
set values to those lters and store it as con guration. We see here 3 con gurations:"default” (always
exists), "New DONE jobs" and "Failed jobs". By de ning a few con gurations, user may switch between
them very fast without editing values in lters.

Figure 1.5 show classes and interfaces used to implement lters odobs view. View implementation

GridJobView contains one instance ofridFilterConfigurationsManager . This manager collects lters

and con gurations and notify view about changes: when user change Iter settings or swth active

con guration. Manager contain list of IGridFilterConfiguration objects. Every implementation of

con guration contain list of IGridFilter  objects. Filters are responsible for ltering objects showing
on the view. For both interfaces: IGridFilterConfiguration and IGridFilter ~ base abstract class is
provided to simplify correct implementation.

Let's go through the process of developing Iters forJobs view.

Interface IGridFilter

Final Iter implementation like JobStatusFilter  extends abstract classAbstractGridViewerFilter
Because this class extends standard Eclipse lter, our implementation can be directlyused in Eclipse
views. The most important method, which have to be implemented comes from E@bse ViewerFilter

17 eu.geclipse.ui.providers.JobViewLabelProvider
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GridJobView
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Figure 1.5: Class diagram for Iters from Jobs view

public boolean select( final Viewer viewer,
final Object parentElement,
final Object element )

and should decide if passeclement may be shown on the view according to this lter values. Other
important methods to implement are: saveState and readState , which should serialize/deserialize
object into Eclipse IMementa

User may open dialog "Con gure Filters", change values in lter and press "Cancel" button. In that
case made changes have to be abandoned. This functionality is achieved by passing to ttielog copy of
IGridFilter  object. From that reason method makeClonehas to be implemented.

IGridFilterCon guration

Implementation uses AbstractGridFilterConfiguration as base class and have only to create one
instance of everylGridFilter , which was developed for the view.

Embedding lters in view class

Creation instance of GridFilterConfigurationsManager is trivial and can be done as anoun-
ymous inner class overriding one method: createConfiguration , which create instance of
IGridFilterConfiguration

In order to Iter displayed elements, view has to create IFilterConfigurationListener and when
method filterConfigurationSelected( final ViewerFilter[] filt ers ) will be called, just call
standard Eclipse method: getViewer().setFilters( filters )

Action managing lters is implemented in class ConfigureFiltersAction . For every created con gura-
tion, this action create submenu containing con guration name. When user choose thisibhmenu, then
selected con guration became active and view is refreshed using new lters. This actionlao show dialog
"Con gure Filters", in which user may create con gurations and set values for lter s.

Figure 1.6 show classes and interfaces used to implement dialog "Con gure Filters”. Main d@ss is
ConfigureFiltersDialog 8, which use GridFilterConfigurationsManager to read already existing

18 eu.geclipse.ui.internal.actions.Con gureFiltersActi  on
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Figure 1.6: Class diagram implementing dialog "Con gure Filters"

Iters and to store changes done by the user. Widgets used to edit Iters cannot be hardcodedn the
dialog, because dialog know nothing about implementation olGridFilter , which will be returned from
the manager. SoFilterCompositeFactory is used to create composites for every implementation of
IGridFilter

1.1.10 Getting results of executed job

Results of executed jobs are les created by the job. In most cases those les exists aemote data
storage like gridFTP server. To help user to get those les, g-Eclipse creates ks to them in folder
"Output Files" placed under the job.

Middleware developer has to provide URI for output les in order to create links to them.
It's easy, in case when URI are known just after job submission (like in @IA): method
IGridJobService#getOutputFiles has to be implemented.

For middlewares like g-Lite, when URI are known later (when job status is DONE) links creation is
more complicated: we can check if URI are available, when user is expanding folder "OutpuFiles"
and eventually create links then. This approach is developed in clas&liteSandboxFilesContainer *°,
where methodfetchChildren  check: if links were not created yet and if job status is DONE, and then
download from the WMS URI to output les in the sandbox.

For les and links g-Eclipse model createlGridConnectionElement objects. From IGridConnectionElement
it is possible to obtain le size, attributes, date of last modication - all these things are
grouped into IFileinfo  object. To speedup work with remote les, g-Eclipse implementation of
IGridConnectionElement cacheslFileinfo  objects. So when folder is listed,IFileinfo  objets are
created for every le inside the folder and then further calls to IFileInfo  are get from the cache. This
initial fetching of IFilelnfo  is forced by method ConnectionElement#fetchChildren . Unfortunately
folder "Output Files" is local folder in the workspace, so for it ConnectionElement object is not created
(rather LocalFolder is created). As a result empty IFileInfo  objects are created for every link to
output le and it's not possible to fetch correct IFileinfo  for those les. To x this situation we have
to force fetching le info from the remote service during listing folder "Output Fil es". For this purpose
classRemoteFilesContainer ?° has been written. To use it, developer has to force our model to create
object RemoteFilesContainer for folder "Output Files". Following steps realize it:

1. Create new class extendindkemoteFilesContainerCreator 2.

9eu.geclipse.glite.ui.internal.GliteSandboxFilesCont  ainer
20 ey.geclipse.core.jobs.RemoteFilesContainer
21 eu.geclipse.core.jobs.RemoteFilesContainerCreator
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2. Implement method canCreate(Object) , which should check if passed object is a folder with name
"Output Files" belonging to job of implemented middleware.

3. Contribute to extension point eu.geclipse.core.gridElementCreator , with source IFolder and
matcher set to created class.

1.1.11 Deleting job / Releasing job resources

Some middlewares for submitted job allocate resources, which should be releasediem are not longer
needed. The best if user may decide when those resources should be released. g-Eclipse support this
functionality in following way: when user delete job from the workspace, g-Eclipg also delete job from

the grid. Removing job from the remote service is implemented inlGridJobService#deleteJob

Sometime it's not possible to delete remote job, because for example job wadr@ady removed by the
administrator. In that case "Problem Dialog"” is shown and user may click olution, which delete local
jobs from the workspace regardless remote job deletion succeed of failed.

In g-Lite job rst is cancelled and then is deleted.

GRIA jobs, which are running cannot be deleted. So when such job has to be deleted, rst we vifatill
job is not running and then delete it. This waiting is developed in the loop, which checkif cancel button
was pressed to avoid endless loop.

1.1.12 Parametric jobs

Functionality parametric jobs allow user to de ne JSDL in a way that the same job description will be
sent many times with small change inside. These small changes are described asgraeters, which values
are changed during every submision of parametric JSDL. For example if user has alosimulating oods,

she may run this simulation many times changing every time air temperature. Wthout parametric jobs
user had to de ne many similar JSDLs or change a bit JSDL before every submission. Wth parametric

jobs user just de ne executable argument "temperature" assweep parameterand de ne values for it.

Theoretically parametric JSDL may be parsed in di erent places:

1. On worker node, which executing the job. So worker node just execute the same job manjnies.
2. On resource broker, which starts the same job with di erent parameters on a&ailable worker nodes.

3. On user workstation, which using parametric JSDL to generate a bunch of not parmetric JSDL
and submit these JSDL to the Grid.

First and second place need that middleware support parametric JSDL. g-Eclipse concerdte on user site,
so we developed third solution: g-Eclipse gets parametric JSDL, generates instance$ not parametric
JSDL by changing parameters with speci ed values and submit such JSDLs to the Grid. Thanks of
this we can submit parametric JSDL to any middleware! What's is interesting, gLite doesn't support
even JSDL, so in case of this middleware job description is translated twice: pametric JSDL to not
parametric JSDLs and then to JDLs.

If in the future any middleware start to support parametric JSDL, it will b e possible to sub-
mit to it parametric JSDL without any translation. This will need small cha nge in methods
IGridJobService#canSubmit and JobSubmissionJob#run.
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Sweep extensions of JSDL

Description of parametric jobs is stored in JSDL le as sweepextensions de ned by Open Grid Forum?2.
When we were developing parametric jobs, de nition of these extensions were not be stabland we had
to base on draft versions:

http://schemas.ogf.org/jsdl/2007/01/jsdl-sweep
http://schemas.ogf.org/jsdl/2007/01/jsdl-sweep/functions

Today we know that OGF released newer version, but it's still not stable and not o cial yet, so it is not
worth to update implementation according this version.

Basically sweep extension appears in xml document after main part of JSDL<JobDescription> , what
causes that parametric JSDL is still correct JSDL for services, which doesn't useveeep extension.

Main element of the parametric job extension is<Sweep> It describes loop, in which JSDL will be
generated. So two<Sweep>elements one after another means that two independent loops will be done
during generation non parametric JSDLs.

Every <Sweep>element may contain one or more<Assignment> element. One<Assignment> de ne set
of nodes from main JSDL and values set to those nodes.

<Assignment>may contain nodes: <Parameter>, <Values>, <Loop> Parameter has XPath query select-
ing node in main JSDL part. Value of that node will be replaced during generation usingvalues de ned
in <Values>. Instead of enumerating all values, node<Loop>may de ne specify minimum, maximum
value and step.

It's possible also to nest<Sweep>nodes, so one<Sweep>may contain another one. That means nested
looops: for every value from outer<Sweep>all values from inner <Sweep>will be set.

ParametricJsdlGenerator

Main class, which generate JSDLs from parametric JSDL isParametricJsdiGenerator 2%, During gen-

erating JSDL instance of IParametricJsdIHandler  should be passed. Handler allow to track generation
process. For example it may store generated JSDLs on disk, show its on the viewancel generation
process etc.

Generation run in two phases: in rst phase document is validated, parameters and iteations are counted,
but output JSDLs aren't generated. In second phase proper generation is done: output XML document
are generated and may be used by the handler.

Submission of parametric JSDL

When wizard "Submit Job" is started for parametric JSDL, then it show all implem entations of
IGridJobService supporting submission of this JSDL as it would not be parametric. But when user
press button "Finish", JobCreatorSelectionWizard detect that parametric job is selected and pass sub-
mission to instance ofParametricJobService 24. ParametricJobService is alGridJobService , which
wraps IGridJobService selected in wizard as target service and nally delegate to it calls of most meth-
ods. During job submission, service create in the workspace folder for the job,egerate non parametric
JSDL in subfolder "Job Descriptions queue" and submit generated JSDLs to the Grid. Aftersubmission
of every generated JSDL, generated JSDL is removed from the queue and new job is created ashild
of parametric job. So folder "Job Descriptions queue" contains JSDL not submitted yet

22 http://ogf.org/
23 eu.geclipse.jsdl.parametric.internal.ParametricJsdl  Generator
24 ey.geclipse.core.jobs.ParametricJobService
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Parametric job may contain a lot of generated JSDLs, what cause that submissn process may be
interrupted. To help user in this situation "resuming submission" was implemented. It's possible to
select folder "Job Descriptions queue” and start action "Submit" - ParametricJobService detect that

this folder belongs to parametric job and resume interrupted submission.

Of course ParametricJobService handles also other job service methods likegetJobStatus or
deleteJob . In these cases for every child job, appropriate method from wrappedGridJobService
is called.

1.2 Data Management

g-Eclipse is using URI strings to identify les both on local and remote locaion. Each le has correspond-
ing schema part, by which Eclipse deterimnes which implementation of le system us. For example: le
stands for local le, while ftp is for File Transfer Protocol. To provide m ore exible usage of le within

g-Eclipse there is gecl lesystem, which provides abstraction of the le to the Eclpse File System.

1.2.1 Internal File System

There is g-Eclipse internal le system called GECL. Every le represented in g-Eclpse is wrapped into
GECL. Therefore each le, despite it's representation ts Eclipse File System, is used as GECL le. This
internal le system is also a fully featured Eclipse File System implementaton. Therefore you can use
this le system outside g-Eclipse.

1.2.2 File System Implementation

Every new le system implementation has to ful | all requirements of the Eclipse File System. Hence,
all EFS plugins are visible to g-Eclipse model. Additional extension points ad/or interfaces are needed
to use advanced features of g-Eclipse le system, such as Replicable File Systems Tnansfer Resum-
ing/Restarting.

There are no constraints about any additional funcionality EFS implementation could provide. For
example there is one that provides setting a comment for les and counting check sums fat, note that
this feature is not available on other le systems. There is no special mechanisrim g-Eclipse for providing
such extensions. It is simply done by extending Eclipse model.

Implementig fetchinfo method make the metainformation about les automaticly appears on Proper-
tiesView in Eclipse. Note that if plugin has some additional information to show it has to implement
IPropertiesProvider  interface, in order to this data appear.

1.2.3 Transfer Resuming and Restarting

g-Eclipse is capable of transfer resuming and/or restarting. This functionality is transparent both for the
user and Eclipse File System (EFS). To make a particular implementation to usethis feature you have
to register your plugin into eu.geclipse.core.filesystem.transferService extension point.

To do this all what is needed, it's to implement ITransferService interface which has only one method
transfer() . Within this method it is possible to access information about pending transer. It is also
possible to add some information to the object which represents the transferThis object is safely stored
on the local machine.

When g-Eclipse starts it loads all these objects and invokes the transfers aga Hence, the default
behaviour is to restart the transfer. If the plugin save earlier some data tothis object, it will be able to
download only missing part of the le.
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1.2.4 Replica Aware File Systems

Eclipse le system is not aware of replicable le systems, ie. systems where oné has one or more
replicas, which all are exactly the same. Such improvement was introduced in g-Eigse le system by
IReplicableStore  and IReplicableFileSystem . Implementing these two interfaces extends g-Eclipse
with the replica management methods. There is assumption that it is le system duty to perform all
checks and maintain integrity of all the replicas.

1.3 Grid Terminal

1.3.1 Architectural Design
In this subsection, we provide the general description of the g-Eclipse terminal plugin.This description
will be useful to developers wanting to implement additional providers of termind session types.

The terminal plugin provides a VT100 terminal emulation (including some xterm extensions) which can
be used for several types of connections. g-Eclipse already supports the glogin atite ssh connection
types through extensions which are using the provided extension points of the terimal plugin.

To add a connection type following extension points can be used:

1. Terminal new connection wizard -eu.geclipse.terminal.newTerminalWizards

2. Terminal new connection drop down -eu.geclipse.terminal.dropDownEntry

The extension point eu.geclipse.terminal.newTerminalWizards allows the add an entry into the
new connection wizard which can be opened from the terminal view. The class provided bthe exten-
sion has to implement the eu.geclipse.ui.wizards.wizardselection.lInitializab leWizard inter-

face. The terminal view object (of the type ITerminalView ) will be passed to the wizard using the
init(Object data) method. When the wizard nishes this object can be used to add a terminal to the
view using theaddTerminal(IBidirectionalConnection connection, ITer minalListener listener)
method. To add a terminal it is needed to pass an implementation of the IBidirectiondConnection in-
terface which provides the streams for the terminal output and the user input. Also animplementation
of the ITerminalListener interface has to be passed which can be used to react oretminal events like
resize of the terminal.

The eu.geclipse.terminal.dropDownEntry extension point allows to add an entry to the new connec-

tion drop down in the terminal window and can be used in addition to adding an extenson to the wizard.

The extension class has to implement thesu.geclipse.ui.widgets.|IDropDownEntry<eu.geclipse.t erminal.ITermina
interface which provides the methodaction(ITerminalView terminalView) , Which is used to pass the

terminal view object to the extension. The class can be used to add a new terminal instece as described

in the previous extension point.

It is also possible to add terminal to the terminal view without providing any extension point in case the
terminal is only needed to output data of an action that instead of adding a session tpe to the wizard or
the new connection drop down. This can be done by getting the terminal view object the fobbwing way:

ITerminalView termView = (ITerminalView) PlatformUl.get Workbench().getActiveWorkbenchWindow()
.getActivePage().showView("eu.geclipse.terminal.vie ws.TerminalView");

The terminal view object can then be used to create a terminal session as described ale.
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1.4 Visualisation

1.4.1 Architectural Design

In this subsection, we provide the general description of the g-Eclipse visualisath architecture. This
description will be useful to developers wanting to implement additional visualsation support besides
the already implemented VTK and SRS3D.

Visualisation in g-Eclipse has been designed to support integration of a widevariety of visualisation
toolkits and programs into the framework a user-friendly way. Four extension points make this work
easier:

1. Grid Element Creator - eu.geclipse.core.gridElementCreator
2. New Wizard - org.geclipse.ui.newWizard
3. Visualisation Window - eu.geclipse.ui.visualisationWindow

4. Visualisation Action - eu.geclipse.ui.visualisationAction

The visualisation component of g-Eclipse is made up of three subcomponents thatork together to pro-
vide support for a general visualisation. These are theAbstractGridVisualisationResource, AbstractVi-

sualisationAction, and a VisualisationView with AbstractVisualisationWindow . Using these and building
functionality around, helps the developer with the task of providing a customized visudisation support.

The two currently implemented examples of customized visualisation in g-Eclipseare VTK Visualisation

and Pharmaceutical Data Visualisation. The above listed extension pointswill be explained and put in
context with these components in the following paragraphs.

The rst subcomponent requires the creation on a visualizable grid element by extendig the
eu.geclipse.core.gridElementCreator extension point and optionally the org.geclipse.ui.newWizard
to gather information from the user during creation of the resource, the second subcoponent requires
extending the eu.geclipse.ui.visualisationWindow extension point, and the third calls for extending
the eu.geclipse.ui.visualisationAction extension point.

Visualisable Grid Element Creator

Developing a new visualisation support plug-in in g-Eclipse rst requires extensionof

the eu.geclipse.core.gridElementCreator extension point, for which a creator must be de ned.
De ning the resource creator which, as its target, has the concrete visualizable resoue - i.e. class
that inherits from IGridVisualisation and, as its source, a le with a speci ¢ extension, satis es the rst
step in developing new visualisation support in g-Eclipse. For the VTK Visualisation, this extension as
well as the visualizable grid element creator are de ned in the high level package adu.geclipse.vtk.ui
plugin VisPipelineCreator class. Typically, one would also add a wizard that takes care of creation of
this visualizable resource, especially if additional input is required from the user.

Visualisation Resource Wizard

A new Visualisation Resource Wizard follows the Eclipse way of creating new resirces in workspace.
The Wizard extends org.eclipse.ui.newWizards extension point.

For the VTK Visualisation, this extension as well as the Wizard classes arede ned in the wizards
package of theeu.geclipse.vtk.ui plug-in. The concrete Visualisation Resource creation wizard for
the VTK Visualisation is called the VTK Pipeline Wizard, de ned in the VtkpWizard class, and it creates
a resource in the format of a g-Eclipse vtkpipeline which is de ned invtkpipeline.xsd schema le, located
in the schemadirectory under the eu.geclipse.vtk plugin

For the Pharmaceutical Visualisation, the respective classes are de ned in thavizards package of the
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eu.geclipse.srs3d.viewer plug-in and its concrete wizard is called the SRS3D File Wizard, de ned
in the Srs3dFileWizard class. The format of the pharma resource mimics the structure of the srs3d
parameter le as de ned in the section 5.2. SRS 3D Viewer Parametersf the Administrator Guide to
SRS3D available from the srs3d.org webpage.

Visualisation Window

As the second major step in this development, it is necessary to extend

the eu.geclipse.ui.visualisationWindow extension point to de ne customized behaviour of the visu-
alisation windows. Using this extension point calls for implementing the AbstractVisualisationWindow
abstract class. This class acts as a container for the graphical output which the agent of the Visuali-
sation View can then be automatically lled with upon a render action invocati on on this resource. The
AbstractVisualisationWindow class contains avisComposite class, which is the essential class that allows
mixing SWT and AWT components. The way it achieves this will now be brie y described. The VisCom-
posite class is simply an SWT Composite enhanced by therg.eclipse.swt.awt. SWT_AWT bridge class,
which makes it possible to embed AWT components in SWT and vice versaVisComposite contains an
AWT Frameand after being initialized with an embeded style, the AWT Frame gets initialized through
the bridge class, using the SWT Composite as its parent. The subclasses AbstractVisualisationWindow
can then make use of theaddTOAWTFrame methods to readily assign their graphical components or a
heavy weight component like the Canvas to this frame. The next obvious step thafalls under this part
of development is to write the customized code that produces the graphical components toebadded to
the Frame of the VisComposite and displayed in the tab of the Visualisation View. The render() method
of the IGridVisualisation resource should call this code.

Visualisation Action

Finally, it is necessary to extend the eu.geclipse.ui.visualisationAction extension point to de-
ne the action text, tooltip, and the extension of the le on which this action sho uld be active.
This action will take care of activating and making visible the Visualisation View, then passing the
concrete resource, which the action was invoked on, to this view, and then caltender() method
of the view in which the concrete visualisation window, implemented for this resurce from the
eu.geclipse.ui.visualisationWindow extension, gets initialized and passed further to therender()
method of the IGridVisualisation resource. This starts up the rendering process of the customized re-
source implemented in the client code. The most important step not to be omittedby the client call

is to call one of the addToAWTFrame() methods on the visualisation window and pass the graphics
components to it.

1.4.2 Information for the maintanance of dependent visuali sation libraries

1. VTK Visualisation Dependencies:

The version of VTK libraries used in the January 2009 release of g-Eclipse i¥TK-5.2.0. The
same version is used across all supported platforms. The build of the librégs has been con gured
using CMake , with VTK_WRAP_JAM# BUILD_SHARED_LIBfys set. For Windows, the libraries
were build using mingw to avoid Microsoft Visual Studio dependencies. The smalimingwm10.dll
library is included together with the VTK dlls in the windows fragment org.vtk.win32 . Due

to a known issue with mingw , however, for a successfull build on Windows, the build con g-
uration requires additional settings in CMake - namely setting the -WI,--add-stdcall-alias
arguments to the following ags: CMAKE_CXX_ FLAGBIAKE_C_FLAG®BIAKE_EXE_LINKER_FLAGS
CMAKE_MODULE_LINKER_FCMAKE_SHARED_LINKER_FLAGS

Although adding these settings may at rst sight seem unnecessary, as omitting them W still
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produce DLLs that load correctly, on the rst call to the native code unresolved external symbol
error will occur.

The loading of the libraries happens through the VTKLibraryLoader class found in the VTK
host plug-in org.vtk . This plug-in also hosts the vtk package containing the VTK Java classes,
including the vtkCanvas, which has been altered from the original version that comes with the
VTK download. Therefore, it is important to take care of preserving this le i n case a new
build of VTK libraries is undertaken and these classes are being replaced. Note that updig
VTK between minor versions will not require updates in this package, rather the rephcement
of the VTK fragments (org.vtk.win32 , org.vtk.gtk.linux.x86 , org.vtk.gtk.linux.x68_64
org.vtk.macosx.universal ) will su ce.

2. Pharmaceutical Visualisation Dependencies:

(&) SRS3D Viewer - The source of the SRS3D Viewer was obtained frofmtp://www.srs3d.org/About/
and is used almost unaltered within g-Eclipse. The entire content has been put into the
org.srs3d.viewer  plug-in. However, to allow viewing protein structures stored remotely
(the structure les which the .srs3dparameter le refers to), a minor amendment was neces-
sary within this source code. Any updates of the SRS3D Viewer will therefore requirgaking
care of reintroducing this modi cation if remotely stored structure les are to b e readable by
the SRS3D Viewer because its original implementation handles only locally storedtructurs
or structures available on the internet (see section5.2.3. Specifying Structure Input of the
Administrator Guide to SRS3D). The a ected class is GenericLoaderin the method load()
and classParameter in the method supplementUrl().

(b) Java 3D Libraries - The SRS3D Viewer requires Java 3D and these libraries havikeen packaged

into javax.media.j3d.linux.x86 , javax.media.j3d.linux.x86_64 , Javax.media.j3d.windows.x86

and javax.media.j3d.windows.x86_64 fragments and their host plugin is javax.media.j3d
The installed version of Java 3D is 1.5.2.

1.4.3 VTK Visualisation Architecture Design

The VTK code design can be though of as falling under two main components. The rst desribes the
Visualisation Model and the second the Graphics Models.

VTK Visualisation Model

Within the Visualisation Model one constructs the geometric representation ofthe information extracted
from a dataset using various combinations of the VTK processing algorithms (eaders, lters, etc.) applied
onto the dataset. Commonly this is refered to as the Visualisation pipeline.In other words, the role of
the Visualisation pipeline is to transform information into graphical data.

In g-Eclipse, creating such visualisation pipeline is done with the help of a wizal, producing a g-Eclipse
VTKPipeline, which can be futher altered with the multi-page editor. As mentioned above, the wizard
classes can be found in thavizards package of theeu.geclipse.vtk.ui plug-in.

The wizard lets the user decide whether the VTKPipeline should be created using a prede ned template
or an example, or whether the user creates the VTKPipeline entirely from scratch. Curently there is a
number of both templates and examples implemented. Chosing a template still alls the user to later
make modi cations to the generated VTKPipeline using the editor but if creation from an example is
chosen, everything in the created VTKPipeline is xed with the exception of the data typ e which can be
changed and the VTKPipeline will still be valid as longe as the same type bdata is used. In the section
1.4.4, the way to implement additional templates or examples is described.

Should the user chose to create the VTKPipeline from scratch, a number of informabn besides the
dataset location is gathered from the user by the wizard. Name and an optional desiption of the
VTKPipeline should rst be entered by the user. Then, if a suitable editing page is avalable, the user
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may select it from the drop down menu. Editing pages are additional pages included witlthe multi-page
editor that allow the user to edit some particular VTK function settings. If a cert ain page is selected
and the VTK function which can be edited through it is not present in the VTKPipeline, no thing bad
happens. Simply the tables or elds of the extra editor page will be empty. The next wizad page will
ask for the type of input data and the type of output data and nally for the dataset location (up to
ve locations may be entered through the wizard but the editor allows more to beadded, should this be
required). The meaning of the output data is explained in the 1.4.3VTK Graphics Model. Knowing the
input data helps the application to lter out only the applicable classes that are o ered t o the user when
adding new algorithm into the VTKPipeline using the multi-page editor. Based on the selection of the
input data, the application also tries to guess for the user what kind of classes hereshe might want to
use. The user can of course change this later through the editor and also change the inpwge if the
original selection turns out to be wrong. The input types available are as fdbws:

FIELD

POLYGONAL DATA
RECTILINEAR GRID
STRUCTURED GRID
STRUCTURED POINTS
UNSTRUCTURED GRID
IMAGE DATA

© N o g & w b

DATA SET

These input types literally refer to the structure of the data input. The breakdown of t he datasets
into these categories stemmed from VTK Legacy File format breakdown as wellas to cover gen-
eral visualisation le format types. The way the VTKPipeline can be further edited is through the
VTKPipeline multipage editor. The classes de ning this editor can be found in the editors package
of the eu.geclipse.vtk.ui plug-in. The rst page of the editor, the default page, allows the user to
add/edit/remove VTK classes to/from the pipeline. The dierent classes are categaized into sections
and further into tables for a better overview of what is included. The second page, if preséanis the

custom tools page on which a particular VTK class can have its parameters charegl. The next page
is the selection page where a tree of the entire VTKPipeline can be expanded and throughich the

VTKPipeline can be unconditionally modi ed. It is not recommended to use this page but for completion

this page is available to the user. Within g-Eclipse, the VTK Visualisation pipeline and a part of the
VTK Graphics pipeline are stored as a g-Eclipse VTKPipeline in an XML le whose entire raw content

can be viewed on the last page of the VTKPipeline multipage editor. The creationand manipulation of

this le is done with the help of the EMF modelling tool and the enabling plug-ins, which were generated
from an xsd le are the eu.geclipse.vtk.model and eu.geclipse.vtk.model.edit

VTK Graphics Model

The Graphics Model compines a number of VTK classes to form a scene. Commonly this is leed the
Graphics pipeline and its purpose is to transform the graphical data into picture. The most notable
classes that form the Graphics pipeline are the vtkProp, vtkLight, vtkCamera, vtkProperty, vtkMaper,
vtkTransform, vtkScalarsToColors. There are three di erent ways of forming a scene. There are three
types of each of these classes depending on what kind of data they are to represent. Theeshkdown is
as follows:

1. 2D Geometry (Image Data) (no vtkLight or vtkCamera applies here)
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2. 3D Geometry

3. Volume Data

For example, the respective props of VTK are the vtkActor2D, vtkActor, and v tkVolume. Props do not
directly represent their geometry, instead they refer to mappers which are responsiel for representing
data. Mappers also provide the interface between the visualisation pipelinerad the graphics model.

The g-Eclipse approach to setting this part of the VTK model is partly through the VTKPipeline itself
and partly through preference pages. In particular, light and camera settings, acto transformations and
actor properties are handled through the property pages. The props and the mappers arim g-Eclipse
de ned as part of the VTKPipeline.

The three types of the Graphics Model are also re ected in the VTKPipeline. Not only that di erent
classes are o ered to the user when building the VTKPipeline based on which type the useselects,
also the execution of the entire pipeline is handled di erently for each type. Therefoe the current g-
Eclipse implementation does not handle intermixed types in one scene, something that ight normally
be desireable. However, as during the entire project this need has not arisen, a supportrfthis was not
investigated. It is, however, a valid point and certainly something to considerin a future development.

The vtkRenderer, vtkRenderWindow and the vtkRenderWindowlnteractor are also part of the Graphics
Model in VTK but in g-Eclipse, they are collectivelly handled by the vtkCanvas helper class that is used
in g-Eclipse to handle the very end of the VTKPipeline in a uni ed way. It is only throug h the g-Eclipse
VTK preference pages that the user may a ect some of the default settings of these classes

VTKPipeline Execution - Local Rendering

Executing the VTKPipeline locally is handled in the LocalVisualisation class. The VTKPipeline itself
is passed to this class and its content is parsed after loading of the VTK libraies. During parsing the
resource content, the Java VTK classes are in fact just being initialised andrivoked using Java re ection
mechanism. Once all of the instances of the Java VTK classes are ready, one more pabrough the
VTKPipeline is performed to connect them, i.e. to form the pipeline. This produses one moe VTKProp
classes (vtkActor, vtkActor2D, or vtkVolume or their subclasses) which are nally placed into the vtk-
Canvas helper class that handles the necessary render window settings and render window interactions.
The so preparedvtkCanvas can then be passed to theVtkVisWindow (the subclass ofAbstractVisual-
isationWindow) where the display of the local rendering will take place. ThelocalVisualisation class
also declares a grid model listener which takes care of re ecting any changes made tbe rendered
VTKPipeline (using the editor of this VTKPipeline) directly in the same tab of the visualisation view
window.

VTKPipeline Execution - Remote Rendering

The remote rendering execution of the VTKPipeline originates in the RemoteVisualisation class. The
VTKPipeline itself is also passed to this class and its content is parsed andranslated into C++ code with
VTK and GVid elements using the Eclipse Jet Emitter Templates (JET) engine. The classes that play role
in generating the C++ code are in the eu.geclipse.vtk.ui.codegen package and thecxxjet template
le needed by the JET engine is stored under the templates directory of the same plugin. In addion to
the C++ code, VTKPipeline speci c run script le and make les must also be generated. Creat ing these
les as well as initiating the C++ code generation is managed by the RemoteVisFilesGenerator class.
Two additional classes, namely theRemoteVisBuilder and RemoteVisRendererplay a noteworthy role in
the remote rendering. The rst class takes care of moving the le with the C++ code, make les and a
run script to the remote machine and also runs the compilation there. The second class esentialy only
taking care of connecting to the remote machine, then sends a comand to execute the run scripteland
provides the std input and output pipes to the GVidClient. The remote visualisation makes use of the
GVidClient implementation found in the eu.geclipse.gvid.internal The GVid implementation takes
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care of the two way connection between the g-Eclipse client and the remote rendering macte. Note that
the remote rendering machine is assumed to have GVid and its dependencies installed. Farstructions
on how to get GVid refer to the GVid website at http://www.gup.jku.at/gvid

1.4.4 Extending the VTK Visualisation Support - templates, examples, edi-
tors

In this subsection, information about the extensible parts of the VTK Visualisation are described. This
write up is useful for VTK visualisation developers who require more functiondity than currently imple-
mented.

A g-Eclipse VTK developer may extend the functionality of the VTK Visualisation in g-Eclipse throught
two available extensions:

1. VTK Template - eu.geclipse.vtk.ui.vtkTemplates

2. VTK Editor Pages - eu.geclipse.vtk.ui.vtkEditorPage

Implementing a new template allows the developer to provide a ready made VTKPipelineavailable to
the user through the VTKPipeline wizard. The new template will appear on the templates wizard page
of VTKPipeline wizard, in the pull down menu, and will be called as de ned by the developerin the
name element of the extension. This is ideal for an application speci ¢ visualisabn needs because the
users do not have to be aware of any of the visualisation complexities of VK. Rather, the idea is to only
let the user provide the location and name of the dataset to be visualized and nothingnore.

There is also a special type of template which has been used to demonstrate soim&sic VTK visualisation
capabilities. Perhaps it might be useful for a developer to provide a number of exaples to demonstrate
additional VTK feature implemented in g-Eclipse. There is not much of a di erence betweena pure
template and an example template other than that the user will not be able to changeany of the classes
used in the VTKPipeline created from an example template (only the dataset can be edéed by the user),
there is usually no Tools editor page added for an example template but of course themmay be, there is
no Selection page displayed in the multi-page editor, and nally, the di erence for the devebper is that
instead of specifying 'template' for the category element of the template extensio point, the developer
must specify one of the four technique categories (General, Visualisation, ImagProcessing, and Volume
Rendering) for this element.

In concert with the task or application speci ¢ template creation, a custom editor page can and should be
developed. Extending the editor page extension point, results in having a custom page, bad Tools, be
part of the multi-page VTKPipeline editor. This template speci ¢ page is meantto provide a user-friendly
interface where only the parameters that are of the user's interest can be modi ed. Tis avoids over-
whelming the user by the other parts which the entire VTKPipeline consists of (the potential complexity
is evident from both the Selection and the raw text resource pages included in the VTKPigline multi-
page editor). To achieve this template-editor connection, the template name must math the category
element of the editor page extension point.
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2 Operator Perspetive

This chapter describes the design and architecture of the plugins that deal with Grid Infastructure
Monitoring and Con guration, Grid Benchmarking, the Service Job infrastructure and the Service Level
Agreement management tools.

2.1 Grid Infrastructure Monitoring

2.1.1 Architecture Design

The main modules that comprise the info cache of g-Eclipse are thénformation Viewer, the Grid
Information Service and the Glue Store These modules and their interactions between each other as
well as with other modules of g-Eclipse are shown in Figure2.1. The Information Service has the
responsibility to query a grid middleware and retrieve its resources such as thevailable computing
elements, storage elements and services. In order to query a middleware it will asa middleware speci c
module. The info cacheis designed in such a way that it can be extended in order to support additional
grid middlewares. The Glue Store is where all the available resources that can be acquired from th&rid
Information Service module are stored using the GLUE schema. The Glue Storeis lled at the start-up
of g-Eclipse and it can be refreshed later on by the user. Thénformation Viewer is a user interface
module that reads the resources that are stored in theGlue Store and presents them to the user in a
tree form. It uses Viewer Filters in order to create lters that will present speci ¢ content to the user.
The information viewer can retrieve these lters using the Grid Information Service from the available
middleware-speci ¢ information services. The other g-Eclipse modules that need to know tich resources
are available to the user, can use thesrid Information Service to get the current available resources or
can use theGlue Store to get the ones that have been stored in the cache.

Figure 2.1: Interactions of Info Cache

Lhttp://forge.gridforum.org/sf/projects/glue-wg
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2.1.2 Info Cache Internal Representation Model

In order to store the resources of the grid middlewares that will be supported byg-Eclipse, a model
that can describe grid resources in a general way is needed. The g-Eclipse info cache has aédpthe
GLUE schema as its model. "The GLUE schema is an abstract modeling for Grid esources and mapping
to concrete schemas that can be used in Grid Information Services®. It is currently used to publish

information concerning the gLite middleware, but it is not gLite dependent. It can be used to describe
other grid middlewares as well.

Figure 2.2: Mappings between g-Eclipse model, GRIA and gLite middlewares and GLB schema

g-Eclipse's model considers grid resources to be of four kinds, applications, computirelements, storage
elements and services. Mapping the gLite's grid resources in the GLUE schema is ¥ial, since gLite uses
the GLUE schema to publish information about its resources. In gLite the applications are described using
the GlueLocation schema, the computing elements are described using the GlueCE schemagtstorage
elements are described using the GlueSE schema and the services are described using the Glua&erv
schema since the info cache is using the same GLUE elements which is shown in Figu.2.

The modeling of the GRIA information using the GLUE 1.3 schema is not ideal thoud. The problem
is that GRIA middleware is web service based, hence all the resources that are provided tthe user
are services. The most important services that GRIA provides and that g-Eclipg supports are the
Job Service, the Data Service and the Registry Service. The job Service is responsilfier supporting
the job lifecycle management and provides the available applications that the user caexecute and are
considered to be services as well. The Data Service is responsible for supportingsia storage and
transfer operations. The Registry Service is responsible for handling regises where GRIA resources
can be stored. Figure2.2 shows how GRIA resources are mapped to g-Eclipse model and what GLUE
elements are used to store their information. Concerning GRIA, g-Eclipse model coiders its applications
as applications, its job services as computing elements, its data services as sige elements and all the
other services like the registry services as services. GRIA's applications aselWas job and data services
are services so they cannot be described by GlueLocations, GlueCE and GlueSE elements esjvely.
The only GLUE element that is t to describe them is the GlueService element. This fact credes
an inconsistency in the modeling of grid resources into GLUE elements in info cache,eeause for grid
resources that are represented by the same element of the g-Eclipse model, di erent GIEJelements are
used. This inconsistency will be partly xed with GLUE 2.0 where a ComputingService that inherits
from a Service and a StorageService that inherits from a Service are introduced and arsuitable for
describing computing and storage elements of GRIA as well as gLite.

2http://glueschema.forge.cnaf.infn.it/
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2.1.3 Detailed Design

Info cache consists of three plug-ins, as shown in Figur@.3. The plug-in eu.geclipse.info provides a
middleware-independent framework that can be used by other plug-ins of g-Eclipse. This plug-iimteracts

with plug-ins that are middleware specic, like eu.geclipse.glite.info and eu.geclipsgria.info and have

functionality that is specic to gLite and GRIA middleware respectively. These two plug-ins extend

an extension point 2 that is de ned in eu.geclipse.info and allows the middleware-speci ¢ plug-ins to
de ne lIters that will be available to the Information View module. Eclipse fra mework allows plug-ins
to de ne and extend extension points. The plug-in that de nes an extension point requests serices

from other plug-ins and the plug-in that extend an extension point o ers services to oter plug-ins. The

Eclipse platform provides a mechanism that can detect which plug-ins extend a speci ¢ extensh point

at runtime and load them when they are requested.

Figure 2.3: Plug-ins of info cache

In order for a plug-in to implement a middleware-speci ¢ information service, a clas that will imple-
ment the interface IGridinfoService, that is shown in Figure 2.4, must be implemented. Figure 2.4
displays the most important methods for each interface and class representechére. The interface 1Ex-
tentedGridInfoService has methods that are only used by modules of the information ystem. Its most
important methods are the scheduleFetch, that starts querying the grid middlewae and lls the glue
store with all the available information, and the getTopTreeElements method that returns the top tree
elements that will appear in the Information View. The second method provides a wg for each middle-
ware speci ¢ information system to modify the way information is presented in the Information View.
IExtentedGridInfoService extends the interface 1GridinfoService which is part of the model of g-Eclipse.
IGridinfoService provides the method fetchResources() that can be used in order to reieve grid resources
like the applications, the computing elements, the storage elements and the servicdbat are available
to the user by a grid middleware. This method doesn't fetch the data from the Glue Stoe. Instead,
it queries directly the information service of a grid middleware and fetches the equired information.
That information is then used to update the Glue Store. Currently there are two classes implementing
the IExtentedGridinfoService interface, the BDIIService and the GrialnfoService that support gLite and
GRIA middlewares respectively.

The extension point concerning the lters of the Information View should also be desribed. In order to
extend it, a class extending the InfoViewerFilter class and is displayed in Figure?.5 is needed. It should
override the method select that is responsible for deciding which items should be presed. So, every
middleware-speci c information service has the capability to provide lters to the Information View that
are middleware speci c.

Figure 2.6 displays how the Glue Schema elements are implemented in the info cache. A class for kac
GLUE element in Table 2.1 is implemented with all the attributes speci ed in the schema. These GLUE
schema based classes extend the abstract clasbstractGlueTable that is used to store information that

Shttp://www.ibm.com/developerworks/xml/library/x-wxx m29.html
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Figure 2.4: Class Diagram of Information Service

Figure 2.5: InfoViewerFilter Class

is not speci ed in the GLUE schema and is needed by the info cache. Furthermore, there is alsa need
for middleware speci c functions for certain classes that implement glue elements.n order to maintain

the eu.geclipse.infoplug-in as middleware independent these classes will extend the existing glue classes
and are placed in middleware speci ¢ plug-ins, likeeu.geclipse.glite.info

Figure 2.7 displays what happens when method fetchResources() of an information service is &ad in
order to get the computing elements. The process is similar for the other grid resoae categhories, so
no additional sequence diagrams will be designed. When the method fetchResources() of BBkrvice
is called and a IGridResourceCategory. ComputingElement is passed as a parametexr new Computin-
gElement object is created and its method fetchComputing() is called. Then, the ComputhgElement
queries the LDAP server that the BDIIService has. For each computing element that the IDAP returns,
a GLiteGlueCE object, a specialized glue element for the gLite middleware, is creat. The GLiteGlueCE
objects is lled by using its method processGlueRecord() and it is passed in a GridGleComputingEle-
ment that implements the IGridComputing interface. Finally, an array of Gri dGlueComputingElement
objects is returned and the Glue Store is updated with the elemenents of the array.
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Figure 2.6: Class Diagram for GLUE implementation

GlueCE

GlueSA

GlueSE
GlueSEAccessProtocol
GlueSEControlProtocol
GlueCESEBInd
GlueVOView
GlueService
GlueCluster

GlueSite

Table 2.1: Glue Elements that are stored in Glue Index

Figure 2.7: Sequence Diagram for BDIIService.fetchResources(...) method
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2.2 Grid Infrastructure Con guration

The goal of the batch framework is to simplify the procedure of monitoring and maintaining a batch
based local Grid site. This is accomplished by providing an intuitive GUI for a set of common tasks that
an administrator would normally perform. Using this GUI, an administr ator can view the current state
of the local Grid site and initiate commands from the context menu of the vatious resources to change
the state of the resources. The batch framework consists of the Batch editorthe Batch Queue editor,
the Batch Job view, and uses the following standard Eclipse views: the Propéies view and the Outline
view.

2.2.1 Architectural Design

The goal of the general g-Eclipse framework is the independence from any underlying Grichiddleware
and the independence from any speci ¢ batch service. Therefore several interfaces werermtluced in the
the plug-in eu.geclipse.batch

IBatchService in order to de ne the functionality for any batch service. Any valid batch service
implementation needs to implements this interface.

IBatchServiceDescription in order to instantiate any implementation of the IBatchService interface.
Any valid batch service implementation needs to implements this interface, in oder to provide a
description (i.e. a name) of the service as well as an instantiation method.

IBatchJobinfo in order to de ne the functionality of the batch jobs residing within any batch
service. Default implementation is provided, but this can be extended in-order to support aditional
functionality.

IQueuelnfo in order to de ne the functionality of the queues controlled by a batch service. Default
implementation is provided, but this can be extended in-order to support additional functionality.

IWorkerNodelnfo in order to de ne the functionality of the worker nodes controlled by a batch
service. Default implementation is provided, but this can be extended in-order to support aditional
functionality.

IGridBatchQueueDescription in order to de ne the functionality of the queue settings/parameters
within any batch service. If the functionality to create new queues, i.e. through the Queueeditor,
is required then this interface needs to be implemented.

The two rst interfaces are exposed as extension points to other plug-ins for reus, while the others
are accessible as they are placed in public packages. In order to be compliant withe requirements of
the Eclipse foundation an exemplary implementation for the PBS batch service g provided within the
packageeu.geclipse.batch.phs

2.2.2 Batch Editor Implementation

The Batch editor is part of the eu.geclipse.batch.uiplug-in and is implemented on top of the Eclipse GEF
(Graphical Editing Framework); to provide the user with an interactive gra phical view of the local batch
service. The GEF is based on a Model-View-Controller (MVC) architecture. In the MVC architecture
the model is represented with objects that holds some data/state. The view is the gaphical components
conveyed to the user, which the user can also interact with. The controller is theihk between the model
and the view and de nes how the model is modi ed when the view is modi ed and vice-versa.

The batch editor only uses the following interfaces from theeu.geclipse.batchplug-in: 1BatchService,
IBatchJoblnfo, IQueuelnfo, and IWorkerNodelnfo. As the editor only interact with these interfaces any
supported batch services, like LSF, SGE, etc will behave exactly the same and thiout any modi cation
to the code in the eu.geclipse.batch.uiplug-in.
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Figure 2.8: Package Diagram for the Batch Framework

Local Representation of the State

The batch editor maintains two lists which stores the queues and worker nodes ofhie remote batch
service. The state of a worker node is stored as au.geclipse.batch.ui.internal.model.WorkerNodeob-
ject which is the model part of the MVC architecture. Likewise, the state of a queue $ stored as a
eu.geclipse.batch.ui.internal.model.QueueNod@bject. The state updater (see below) merges the state
of the remote site with the object of the model. In case of di erences, i.e. the st gets updated, the
controller is called to refresh the view.

Updating the State

When the batch editor is opened an instance of theeu.geclipse.batch.ui.internal.BatchUpdateclass is
created. This class contains an Eclipse Jobdrg.eclipse.core.runtime.jobs.Jol) object, which is similar to
a thread. This object rst established an ssh connection to the remote server that cortins the batch
service, through the IBatchService interface. Then, the IBatchService interface is called at the speci ed
interval to get the current state of the worker nodes, the queues, and the batch jobsesiding on the batch
service. The remote state is then merged with the local stater as explained abev

Perform Action

The editor allows the user to modify the state of the various batch resources though
their context menu. This is of course done through the MVC architecture of the GEF
framework. All the handlers for the various context menu actions are registeed in the
eu.geclipse.batch.ui.editors.BatchEditorContextMen®rovider, and all of the actions extends the
org.eclipse.gef.ui.actions.SelectionActionclass. The constructor of each of the handlers is given a ref-
erence to the instance of the batch service object which implements théBatchService interface. Hence,
when an action is caught then properties of the selected objects are gathered and tH8atchService
interface is used to execute the appropriate action. The action will throw approprate exceptions (using
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g-Eclipses problem reporting framework) depending on what went wrong during the executiorof the
command.

2.2.3 Batch Job View Implementation

The batch job view is tightly coupled with the batch editor. When a resource(s) is selected in the
editor, like a worker node, queue, or the batch service itself; then the batch jobs réding on the selected
resource(s) are listed in the view. The jobs that are residing in the remote batie service is collected
by the Job in the BatchUpdate class which were introduced above. The jobs are then merged and
stored in the manager classeu.geclipse.batch.ui.internal.BatchJobManager The manager provides the
functionality of other objects to register themselves as listeners as to be noti edabout any change to
the contents managed. In addition, it provides an interface to query for the jobs n various resources
as-well-as interfaces to activate actions on speci c jobs.

The batch job view register itself as an listener to theBatchJobManageras to updates of the state on any
of the jobs. In addition, whenever a resource is selected then the batch job view catches tlselection and
then queries the job manager for the jobs residing on the selected resources. When an actig performed
on a job from the batch job view, the BatchJobManager is used to forward the request to the remote
batch service. This is done in a two-staged manner. The rst stage is that thelBatchJobinfo interface
provides the functionality for all the actions that can be performed on a batch job. The instance of this
interface then forwards the request to the instance of thelBatchService interface which will actually call
the remote batch service to execute the request. The action will throw appropriateexceptions (using
g-Eclipses problem reporting framework) depending on what went wrong during the executiorof the
command.

2.2.4 New Queue Con guration Wizard

The New Queue Con guration wizard follows the Eclipse way of creating new resource ithe workspace.
The wizard allows a Grid Site operator to create a new Queue Con guration Descripion Language (QDL)
le. AQDL le, contaings XML-type content enabling an operator to specify the con gur ation setttings of
a Batch service queue that handles jobs from a speci ¢ Virtual Organization (VO). Oncecreated, a QDL
le can be applied to the underlying Batch Service in order for the queue setting to takee ect. The main
wizard class eu.geclipse.batch.ui.wizards.AddQueueQWizardmplements the org.eclipse.ui.INewWizard

container interface. In addition it extends the org.eclipse.jface.wizard.Wizard super class.

Wizard Implementation

All the wizard classes are de ned in theeu.geclipse.batch.ui.wizardgpackage and all classes mentioned in
this section are placed there unless otherwise is stated. The main class implememg Eclipse's wizard
container AddQueueWizard is a container for the following two pages:

AddQueueWizard.FirstPage: This is the rst page of the AddQueueWizard which extends the
which extends org.eclipse.ui.dialogs.WizardNewFileCreationPageclass. This page allows to select
the output location and lename of the new QDL le.

AddQueueWizardRequired: This is the second page of theAddQueueWizard which contains
mandatory elds such as Queue Name, Queue Type, Queue Status, that have to be com-
pleted for a QDL document to be valid for submission to the Batch service. It exends the
org.eclipse.jface.wizard.WizardPage Table 2.2 denotes which kind of SWT controls are used for
each eld.
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swt.widgets.Text Queue Name
swt.widgets.Combo | Queue Type
swt.widgets.Button | Queue Status
swt.widgets.Spinner | CPU Time - Wall Time
swt.widgets.Table Allowed VO's

Table 2.2: SWT Controls for the Queue Con guration Wizard Page

Wizard Output

The wizard creates a QDL document in the location speci ed on the rst page. The QDL document
contains XML-type content. The XML schema (Queue.xsd) of the QDL document can be found hee:
eu.geclipse.batch.model.model

2.2.5 Applying QDL Documents to the Batch Service

Once created, a QDL le can be applied to the underlying Batch Service in order for the queue con gua-
tion settings to take e ect. The above functionality can be invoked by selecting the action button named:
Apply Queue Con guration on the context menu. This action item is only visible when invoking the
context menu (right-click) on one or more QDL les in a Grid Project. The acti on item is implemented
by the eu.geclipse.batch.ui.actions.ApplyQueueCon guratiodction class and loads the Batch Service Se-
lection Wizard. The main wizard class eu.geclipse.batch.ui.wizards.BatchServiceSelectioniard imple-
ments the org.eclipse.ui.INewWizard container interface and extends theorg.eclipse.jface.wizard.Wizard
super class. The containerBatchServiceSelectionWizardloads has only one page implemented by the
eu.geclipse.batch.ui.wizards.BatchServiceSelectioniardPage class.

Figure 2.9: Batch Service Selection Wizard

The wizard page is comprised of aorg.eclipse.jface.viewers.CheckboxTreeViewethat displays the run-
ning Batch service instances and the Batch Service type they belong to in a parent-cld style. As
Figure 2.9 depicts, there is one batch service instancelBatchService) currently running (child) and this
instance belongs to a PBS Batch Service (parent). Running service instance are ré¢ved through the
eu.geclipse.batch.Extensions.getRegisteredBatchS@a®Names() extension point.

Selecting a parent type indicates that the con guration settings included in the selected QDL le/s will
be applied to all the running instances (children) that belong to the speci c type. Conversly, selecting
a speci ¢ running instance indicates that the con guration settings included in the selected QDL le/s
will be applied only to that instance.
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Selecting one or more running instances calls theetPageComplete()method of the Wizard class in order
to enable the Finish button. Once the Finish button is selected, the BatchServiceSelectionWizardPage
method canFinish() is called. The rst task of this method is to retrieve the checked elements from
the CheckboxTreeViewerand store them in a temporary array. The second task is to load the content
of the selected QDL le/s into an instance of the eu.geclipse.batch.BatchQueueDescriptiortlass. This
class implements thelGridBatchQueueDescription interface and acts as a wrapper for the g-Eclipse QDL
model. Finally, the canFinish() method iteratively calls the createQueue(DocumentRoot)method of each
batch service instance and passes as parameter the root element of the QDL model insta

2.2.6 Batch Queue Editor Implementation

The Batch Queue Editor is a a multi-page form editor that enables the Grid Site operdor to alter the
gqueue con guration setting contained in a QDL le in a graphical and intuitive manner. The Batch
Queue Editor (shown in Figure 2.10).

Figure 2.10: The Batch Queue Editor

The Batch Queue editor consists of two pages, each of which is responsible for mipulating di erent
QDL elements. An additional raw source editor is provided. Below an overview of thes pages is provided:

Batch Queue Editor Pages

Simple Parameters Page: Provides an interface for manipulating simple and nmaatory Batch
Queue parameters. These are parameters speci ed in the New Queue Con guration Wizard.

Advanced Parameters Page: Provides an interface for manipulating extended Batch Queugaram-
eters.

Raw QDL source editor: Provides a view of the QDL raw source le and allows manubediting of
the resource le.

Each page of the QDL editor except the raw JSDL source page extends tharg.eclipse.ui.forms.editor.FormPage

class and implements theorg.eclipse.emf.edit.provider.INotifyChangedListene public interface.
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The FormPage superclass provides the following methods to the derived QDL editor pge classes:

setDirty() : Sets the dirty state of each page to TRUE or FALSE. If the dirty state of a page is set to
TRUE, this means that there is a change in one of the controls on the page and a ga operation is
needed to re ect this change to the underlying resource le. When the save operation is perfaned
the dirty state of the page is revert back to FALSE. Note: on the editor the existence of a dirty
state equall to TRUE is denoted with an asterist(*) next to the right of the lename on the editor
toolbar.

isDirty() : Returns the dirty state of a speci c page.

addFormPageHelp(} Provides a help icon on the toolbar of each page. When the icon is clicked, the
g-Eclipse help system is started and an HTML help page for the speci ¢ editor pagesi displayed.
The HTML page provides detailed usage documentation to users for the specic page. Eh page
is linked to a di erent HTML page.

getHelpResource() Returns a string containing a reference to the HTML page that contains the
documentation for the specic page. This method is overrided at each QDL editor page @ss in
order to return a di erent link to the help system.

setPageContent(} Sets the page content. The content is the root QDL elementJobDe nitionType ).
This content will be passed later on as the input to the various page sections. Sede setinput()
method in the following subsection.

Queue Editor

The eu.geclipse.jsdl.ui.editor.QueueEditor class extends theorg.eclipse.ui.forms.editor.FormEditor class
and implements the org.eclipse.emf.edit.domain.|EditingDomainProvider public interface. The most im-
portant methods implemented are described below:

createSite(): This method overrides the FormEditor class method. It create the multi-page editor
site.

getQdIModel(): This method, gets the le resource which is the input to the editor and lls the
QDL model based on the contents of the le. The le must have the *.qdl extension and mustbe
an instance ofeu.geclipse.batch.BatchQueueDescriptianThis method returns NULL if the resource
le is empty or if the content of the resource le is not an instance of BatchQueueDescripton.

getResourceRoot() This method is called from the getQdIModel() method and obtains the QDL
root element (QueueType) from the resource le. This element contains all other QDL elements
and it's supplied as input to all the pages of the editor.

addPages() This method overrides the FormEditor class method. It calls the getQdIModel()
method to populate the QDL model from the resource le and then creates the pages of the edir.
The order the pages are created and added to the editor determine the page appearance order.
the getQdIModel() returns NULL, then no page is added in the editor but the raw QDL source
editor.

doSave(} This method overrides the FormEditor class method. It saves the changes performed
to the QDL model to the underlying resource le (editor input). The method can be called only
when the dirty state of the editor is set to TRUE. When a save opearation is riggered the method
cleanDirtyState() is called to set the dirty state of all the pages to FALSE.

doSaveAs(} This method overrides the FormEditor class method. It saves the resource le (used
as the editor input) as a di erent name. The resource le should have the *.qdl extension.

pushContentToPages() Set's the content each page of the editor. The content is the root QDL
element(QueueTyps.
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2.3 Grid Benchmarking

The Benchmarking framework has been introduced in the g-Eclipse Service Job Framewloto allow
users to benchmark grid resources. The framework allows users to a execute a \&fyi of benchmarks,
hence a protocol of communication between the benchmark executable and the g-Eclipse Benchrkig
framework was de ned, which speci es the format of benchmark input and output. This communication
protocol provides a layer of abstraction that allows the framework to interface with any benchmark.

2.3.1 Architectural Design

For the communication between the g-Eclipse Benchmarking Framework and the benchmérexecutable
Grid Benchmark Description Language (GBDL) les are used for de ning both the input and output.
GBDL is a language created to describe both the con guration and the output of the benbmark. There-
fore, benchmarks that are destined to be used with g-Eclipse should accept input in GBDlformat and
return their output in GBDL format. To this end, a multi-page GBDL form editor (s hown in Figure 2.11)
has been created.

2.3.2 Batch Queue Editor Implementation
The Batch Queue Editor is a a multi-page form editor that enables the Grid Site operdor to alter the

gueue con guration setting contained in a QDL le in a graphical and intuitive manner. The Batch
Queue Editor (shown in Figure 2.10).

Figure 2.11: The Grid Benchmark Description Language (GBDL) Editor
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GBDL Editor

The GBDL editor consists of three pages, each of which is responsible for manipating di erent GBDL
elements. An additional raw source editor is provided. Below an overview of these pges is provided:

General Page: This page allows tab the user to change the name, description and the exeabte
of the benchmark description.

Resources Page: This page allows the user to modify which resources the benchmark slibbe
applied to.

Parameters Page: Through this page the user can modify the parameters that will & provided as
command line arguments to the benchmark executable.

Raw GBDL source editor: Provides a view of the GBDL raw source le. This is an XML editor
with syntax highlighting and auto-completion that supports the GBDL schema.

Each page of the GBDL editor except the raw GBDL source page extends theu.geclipse.gbdl.ui.pages.GhdIFormPage
class. The GbdIFormPage class extends therg.eclipse.ui.forms.editor.FormPage class and implements
the org.eclipse.emf.edit.provider.INotifyChangedListene public interface.

The GbdIFormPage superclass provides the following methods to the derived GBDleditor page classes:

setDirty() : Sets the dirty state of each page to TRUE or FALSE. If the dirty state of a page is set to
TRUE, this means that there is a change in one of the controls on the page and a ga operation is
needed to re ect this change to the underlying resource le. When the save operation is perfoned
the dirty state of the page is revert back to FALSE. Note: on the editor the existence of a dirty
state equall to TRUE is denoted with an asterist(*) next to the right of the lename on the editor
toolbar.

isDirty() : Returns the dirty state of a specic page.

addFormPageHelp(} Provides a help icon on the toolbar of each page. When the icon is clicked, the
g-Eclipse help system is started and an HTML help page for the speci c editor pagesi displayed.
The HTML page provides detailed usage documentation to users for the specic page. Eh page
is linked to a di erent HTML page.

getHelpResource() Returns a string containing a reference to the HTML page that contains the
documentation for the speci c page. This method is overrided at each GBDL editor pag class in
order to return a di erent link to the help system.

setPageContent(} Sets the page content. The content is the root GBDL element BenchmarkMod-
elAdapter). This content will be passed later on as the input to the various page sectionsSee the
setlnput() method in the following subsection.

Wrapper Scripts

To avoid re-writing and porting existing benchmarks to conform the g-Eclipse Benchmarking Framework
communication protocol, an alternative approach was used, wrapping existing berfunarks to scripts that
will provide the interface required. This wrapping scripts perform the following operations:

Compile the benchmark's source code, if required.

Read the benchmark parameters from the input GBDL le and translate them to appropriate
command line arguments for the benchmark executable.
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Execute the benchmark with the command line arguments of the previous step, and recorthe
benchmarks output.

Parse the benchmarks output to extract measured values(metrics).

Use information from the input GBDL le and the metrics to create the output GBDL le.

Since most of the parts needed to be performed by the wrapping script are similar, #goolset has been
created that performs most of the tasks described above and allows the creath of new benchmarks with
ease. This toolset includes:

The complete GBDL Schema as a set of python classes.

A set of python methods that parse the input GBDL le.

Automatic handling of logging and information collection.

Python methods to easily execute system commands.

A framework to easily de ne and use benchmark command line arguments.

A toolset that wraps thw whole benchmark in a single self-extracting le.

2.4 Service Jobs Infrastructure

Service job framework was created to simplify work of grid operators andadvanced users. These ac-
tors perform di erent kind of tasks: from simple ones, like submitting jobs and accessing data, to more
advanced ones like testing and benchmarking grid resources, or managing applicatioisstalled on com-
puting elements. Service job framework's resonsibility is to gather all morecomplicated grid operations
in one common view and allow user to submit, resubmit and check results of each tks These operations
will be called service or operator's jobs.

We distinguish two types of operator's jobs: basic and submittable The latter includes all service jobs
which need to submit a grid job in order to retrive some kind of result. For exanple grid resource
benchmarking and deployment/uninstall of grid application are both submittabl e service jobs, while
cerit cate lifetime test and Service Availability Monitoring are basic serv ice jobs. Both types are shown
in the same view, and similar operations can be performed on them. Howevethis distinction allows

developers to use dedicated abstract layer, which handles some of the basic functiortads of the jobs.
Submittable operator's job abstraction handles grid job submission and mortoring, basic abstraction

handles setting of the service job's result etc.

Operator's jobs introduces two new views to g-Eclipse:Operator's Jobs and Operator's Job History. First
view represents overview of all performed tasks with status and date of thealst execution. Details of
single service job can be checked in the second view. There user can nd informatiorbaut statuses of all
previous job executions with exact dates and results. Each column represents singlalsjob, which must
be performed in the given service job. Double clicking on any intersection oflate and sub-job results
in showing service job-de nied results (this can be anything from some text le or dart to showing
dedicated editor/viewer for the results).

2.4.1 Architectural Design

Construction of new instance of service job is handled by g-Eclipse grid element creaits extension point,
eu.egclipse.core.gridElementCreator Each service job is associated with a le with.gtdl extension. When
such le is created in the workspace or is found in a workspace at g-Eclipse starp, creator mechanism
constructs appropriate class from it. During startup information about previous executions of all service
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jobs is also read from the status le. If any of the operator's job is not nished, then a grid job status
updater is created and scheduled to check it's status.

Service job framework also uses Eclipse plug-in extension mechanism, which mearsat new operator's
jobs are de nied as extensions of the servicejobProvider extension point of theeu.geclipse.servicejob
plug-in. g-Eclipse core plug-in Eu.geclipse.corg contains interface classes of the service job framework,
whereaseu.geclipse.servicejolprovides two abstraction layers for basic and submittable service jobs.

This approach - using extension point, interfaces and abstraction - allows exvice job framework to be
easily extended by the developers of the new grid operator's jobs. Integrationfoexisting code with g-
Eclipse is brought down to de ning the extension point and implementing few methods fran the interfaces
or abstract classes.

Submittable service job framework abstraction was based on the job monitang model of the g-Eclipse.
When submittable operator's job is started, several job descriptions are cread and submitted. The IDs
of all new grid jobs are then passed to singleton service job updater, which isesponsible for monitoring.
When single grid job is nished, the main operator's job is informed and perfams some kind of tasks
(downloading output, local parsing of the grid response etc.). When all of the subnited jobs are nished,

then main operator's job is informed to do additional tasks (aggregatingof the results). In the meantime
all views are populated with actual values automatically, refreshed by sende job framework model.

2.5 Service Level Agreement (SLA) Management Tools

The dynamic negotiation of Service Level Agreements (SLA) between service providetand service con-
sumers are seens as an important component in future service based IT infrasictures. As currently no

middleware contains dynamic SLA negotiation processes, the integration of SLAs based on wizards and
editors to support the basic process of SLA negotiations. The SLA framework consis of an extensible
architecture for any SLA framework containing the extension points for middleware speci ¢ implementa-
tions. Additionally an exemplary implementation of an SLA editor is provided based on the NextGRID

SLA schema.

The basic process of SLA negotiation contains the following steps:

1. The service provider starts a service on Grid or Cloud infrastructures. Depnding on the infrastruc-
ture, such services can already be deployed as a part of a Virtual Organisation azan be deployed
in an ad-hoc manner.

2. The service provider creates a Service Level Template (SLT) le containing the QoS desiptions
of the service o er. The SLT is stored on the provider's system.

3. The service provider publishes the SLT with the help of a service registry. The seige registry is
similar to Yellow Pages. SLA Process

4. A customer has a need for a given service and speci es the type of the service and thequired
service terms (such as availability, response time, bandwidth, number of accous, etc.).

5. With the help of the service requirements, the customer queries the service level ristry and gets
the available services back ranked in order of the requirments. She then select one dfet o ered
SLTs.

6. The selected SLT is enhanced with the customer's counterparty information and a requégor an
SLA is sent to the service provider. If the service provider agrees to the proposed $\. the SLA
gets executed and the electronic contract is established.

Based on this process the g-Eclipse frameworks provide two wizards - one for Sére level templates
(SLT) and one for the SLA execution. The integration of the wizards is based on the New File ..."
dialog and on a new menu bar entry called \SLA".
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2.5.1 Architecture

The goal of the general g-Eclipse framework is the independence from any underlying Grichiddleware
and the independence from speci ¢ SLA schema de nitions. Therefore two interfaces were intduced in
the the plugin eu.geclipse.core.sla

ISLAService in order to de ne the functionality for any SLA negoatiation service. Any valid SL A
negotiation service implementation needs to implements this interface.

ISLADocumentService in order to de ne the functionality neccessary to modify SLA documents
in the above mentioned SLA process.

Both interfaces are exposed as extension points to other plugins for reuse. Inraer to be compliant
with the requirements of the Eclipse foundation a very simplistic implementation for services using a
simple le system based registry is provided in the packagesu.geclipse.core.sla.exampleThe integration

eu.geclipse.core.sla |
eu.geclipse.nextgrid.sla
<<j >>
ISLAService <<interface>>
setRegistryURL() ISLADocumentService |[~" """ 777777
pUb“ShSL.TO addConsumerData()
queryRegistry() [
confirmSLA()
getRequirements()

N

eu.geclipse.core.sla.ui

L
eu.geclipse.nextgrid.sla.ui

Figure 2.12: Package Diagram for the SLA management tools

in the Grid project view is done with the usage of the g-Eclipse grid element creats extension point,
eu.egclipse.core.gridElementCreator Each SLT resp. SLA documents are associated with a the le
extension *.slt resp. *.sla. When such le is created in the workspace or is foundn a workspace at
g-Eclipse startup, creator mechanism constructs appropriate class from it.

Common User interface components are part of the plugireu.geclipse.core.sla.ui This plugin provides
contribution to the preference pages, a wizard for querying a Service Level template régjry and an action

for publishing a SLT to a service registry. All these actions are independent from ap SLA schema. And
therefore part of the g-Eclipse core implementation.

2.5.2 SLA editor implementation

The g-Eclipse framework provides an SLA editor for the NextGRID SLA schema. The shema is available
as an XML schema de nition le and part of the source code provided in the g-Eclipse franework. With
the help of the Eclipse Modelling Framework (EMF) a SLA model was derived which isessentially the
content of the plugin eu.geclipse.nextgrid.sla Based on the model a multipage editor was developed
to edit the SLA schema in a more user friendly way. The user interface (Ul) componerg where put

in the plugin eu.geclipse.nextgrid.sla.ui Other editors for SLA schemas might just reuse the proposed
seperation and development pattern with EMF.
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3 Developer Perspective

This chapter describes the design and architecture of the plugins that deal with Remote Bvelopment &
Debugging, Application Deployment and Work ows in g-Eclipse.

3.1 Remote Development/Debugging

3.1.1 Architectural Design

The development and debugging functionality of g-Eclipse consists of several components

A remote builder
A remote launcher
A remote debugger

A trace analysing tool

Remote Builder

The remote builder allows to compile C/C++ code on a remote machine. This is useful b create
executables for a speci ¢ target machine without the necessity to have a cross compilend the required
target libraries set up on the developers machine. The remote builder plugs into the Egbse build system
and is accessible via the project settings dialog, it does not provide any extensiopoints itself.

Remote Launcher

The remote launcher allows to start C/C++ and Java applications on a remote machine from the Eclipse
\Run\ menu. This is required to start programs for remote debugging from within Eclipse. The remote
launcher plugs into the Eclipse launcher framework and adds several launch con guratiortypes. When

an application is started using the remote launcher it creates an interactive connedbn (using glogin) to

the remote node and transports the stdin, stdout, and stderr streams between the devepers machine
and the remote node. In case the program was started in the debug mode a gdb instance geitarted on

the remote node and the gdb commands are also transfered over the network. The ren@tauncher does
not provide any extension points itself.

Remote Debugger

The remote debugger is invoked if an application got stated in the debug mode using theemote launcher.
The remote debugger extends the CDT debugger and plugs into the debugging framework of Eclipsé.
o ers exactly the same functionality as the CDT debugger with the exception that the gdb commands
are not executed on a local running gdb but on a remote running gdb started via the remoteduncher.
The remote debugger does not provide any extension points itself.

TechnicalDocumentation.pdf PUBLIC 49/55



D2.9, D3.8, D4.8 { g-Eclipse Technical Documentation

Trace Viewer

The trace view plugin allows easier debugging of MPI programs from within Eclpse. The trace viewer
can open MPI-traces which were generated by a previous run of a MPI program (using &ace collection
tool). The trace viewer provides an extension point for trace readers which canmplement the support
of di erent trace le formats. Currently there are readers for the formats N OPE and OTF. The trace
viewer provides two additional extension points. The rst one is the trace visudisation extension point
which allows to add di erent types of graphical representations for the loaded taces. The second one is
the event marker extension point which allows to add events markers to a trae. Event markers allow
to mark certain events in the graphical representation of the trace according to he rules de ned in the
event marker. Currently there are event markers for marking breakpoints andcause-e ect relations.

The data structure all those extensions are using is de ned in the the following way: Every trace is
represented by a trace object which has to implement the interfacéTrace. The ITrace interface provides
the access to the processes in the trace which are represented by process objects impletingnlProcess
The IProcess interface provides access to an array of event objects implementiniEvent which represent
the recorded events.

The ITrace, IProcess, and IEvent interfaces allow to access the minimal required information for a trace. If
a trace provides more information than provided by these interfaces this data ha to be provided by addi-
tional interfaces the objects can implement. There are the interfacefLamportProcess, and ILamportEvent

for lamport clock data, IPhysicalProcessand IPhysicalEvent for physical clock data, ISourceLocation for

providing source location information for events, andlVectorEvent for providing vector clocks.

Readers that plug into the trace reader extension point have to generate such a datatrsicture. It is
not required that the complete data structure is kept in memory (which would not be feasible for large
traces). Since the interfaces only provide indirect access to the data (i.e. to get an eveit is necessary
to use agetEvent(clock) call in a process object instead of accessing a array directly) it is possible do a
lazy loading of the required data from disk (like it is done in the AbstractFileCacheProcessclass).

Trace visualisation plugins plug into the a speci ¢ extension point which provides them with the trace data
structure to visualize and as result requires a SWT composite which contains thgraphical representation
of the data.

Event marker plugins are also registered via a speci ¢ extension point. If theselected visualisation plugin
supports marker events it queries the marker events if events should be marked bwt drawing them.
In such a case the marker plugins get dEvent passed and they have to return information if and how
(color/shape) the event should be marked in the graphical representation.

3.2 Application Deployment

Grid users often require to install software or deploy their applications on Gid sites. With command-line

support of the middleware this work can be very complicated. In this case, g-Eclipsg@rovides tools for
simplifying the deployment process. It has to be noted that most middlewares allev only special users to
install software on computing elements. For example, with gLite the users musacquire a deployer role
and with GRIA the deployment can only be performed by administrators.

3.2.1 Architectural Design

Any deployed item, either software packages, tools, or user programs, is obs/ed as an application in
g-Eclipse. Each application is identi ed with a tag which is visible to the user in a middleware specic
way. For example, gLite publishes the tags in its information system and GRA inserts the application
in its job service list. Within g-Eclipse, the application tags are shown in the Application sub-folder of
the VO folder.
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For presenting the applications in g-Eclipse, an interface IGridApplication is de ned in the plug-in
eu.geclipse.core.model. Concrete middleware has to implement this interface for priging the func-
tionality of application deployment. getComputing() and getTag() are the mo st important methods in
this interface, with the former giving the computing elements on which the applicaton is installed and
the latter providing the application tag.

3.2.2 Software Installation

g-Eclipse uses a concept of job submission to deploy applications on computing elements.hd job is
on-line formed based on the user input. It depends on the middleware which parameters shadle given
by the deployer. Basically, a path to the software and a script are needed, where the pla can be on the
local machine or a remote storage and the script contains the commands for inali operations.

Similar to other jobs, deployment job must be monitored and the users are inforned whether the deploy-
ment is successful. This means that if a user closes g-Eclipse and later restarts iain the status of the
deployment job has to be continuously traced.

Actually, several other use cases in g-Eclipse also |l in this procedure. Examples arbenchmarking
and site tests: both need starting a job, monitoring the status, and reportng the results. Hence, the
service job framework is designed to cover all these similar scenarios. In thcase, application deployment
is integrated in the service job framework. An interface IGridApplicationParameters is de ned in the
plug-in eu.geclipse.core.model. This interface is used to transfer the parameters fgpftware installation.

A deployment wizard and several common wizard pages have been designed to acquire theeusput,

including the CEs on which the application is installed, the source of deployment, andthe speci ed

tag. The corresponding classes can be found in the plug-in eu.geclipse.servicejob.indgployment.ui. In

addition, the framework allows extensions from individual middleware to insert more wizard pages. For
example, gLite has an additional page for acquiring the script for guiding the instllation.

An important issue with software installation is the creation of t he deployment job. This is middleware
dependent. For gLite, for example, a JDL le is generated with the path of deployment surce in the
InputSandBox and the deployment targets speci ed. Another important issue is to handle the publication
of the deployed application. In gLite, a self-written script takes care of the insetion of the application
tag in the information system. This script is executed for each deployment job.

3.2.3 Software Uninstallation

Removing an application means to uninstall the application from all computing elenents and to remove
its tag from e.g. the information system (gLite) or the job service lig (GRIA). Again, the job submission
concept is used.

For uninstall users have to give the tag of the application. Other parameters are ptentially needed,
depending on the speci ¢ middleware. For example, gLite requires a script to know how to umistall the
software on the target machines.

After uninstall, the application is removed form the publication system and the Application folder of
g-Eclipse as well.

3.3 Work ows

g-Eclipse's work ow subsystem enables the user to create, edit and submit work ows for escution.
Creating or editing a work ow is accomplished via a graphical editor which supports common click, drag
and drop actions. The work ow description is saved in an XMI format within g -Eclipse, which is then
translated to di erent work ow description languages prior to execution.
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3.3.1 Architectural Design

Figure 3.1: Work ow Model

The work ow subsystem in g-Eclipse follows similar design principles as the g-Elipse core { it aims to

be independent of any speci ¢ work ow framework. Providing functionality speci c t o various work ow

systems is done via work ow framework-speci ¢ code. The g-Eclipse work ow subsyem is based on a
work ow model represented in Figure 3.1

The root entity is the WorkflowElement class which has attributes such asd and name and provides
features common to all elements present in a work ow. It is the common abstractsupertype of the
Link , Port , Workflow and WorkflowNode classes, as they are all elements of a work owlnputPort and
OutputPort inherit from the Port class; these represent the connection points between work ow jobs
and links. The WorkflowJob class inherits from WorkflowNode and it has an attribute jobDescription
which stores information relating to the description of the job that is part of the work ow.

The Workflow class represents the description of the work ow process and hence it contains
WorkflowNodes and the Link s that represent connections between the nodes.WorkflowNodes have
InputPort s and OutputPort s which are used to connect to otheWorkflowNodes. The Link class repre-
sents a connection between ai®©utputPort and an InputPort .

3.3.2 Work ow Editor

Figure 3.2 shows a work ow with four jobs open in the work ow editor. It contains a y-out palette
on the right with buttons to add elements { Work ow Job, Input and Output Ports and Li nks { to the
work ow. It also contains a note tool which enables the addition of short comments anywhere in the
work ow editor area. User-friendly features such as zoom-in/out, auto arrange, supprt to change visual
properties, etc. are provided out of the box.

To create a new work ow in g-Eclipse, the user starts by creating a new Grid Project (f the workspace
is empty), and then chooses to create a new "Work ow Diagram'. This action bring up a dialog where
the user can name his / her work ow and choose the folder it should be stored in. By defalt, work ows
are created in the Grid Project's "Work ows' folder. Upon clicking “Finis h', an instance of the work ow
model is initialised in memory and the graphical work ow editor opens up with this model.

To save the work ow description to disk, a dedicated folder is created for that specc work ow and the
XMl le holding the work ow description is created inside it. Other les relating to thi s work ow, such
as the les describing the individual jobs in the work ow (in JSDL), will also be s tored in this folder.
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Figure 3.2: Work ow Editor showing a simple work ow of 4 jobs

Users have a number of ways to start creating their work ows. One approach is ¥ selecting "Work ow
Job' from the palette and then clicking in the editor area to add a new job to the work ow. A rounded
rectangle representing the job shows up in the editor and the user can then give the job mame by typing
in the text box. Following a similar process, they can add a number of input ports and output ports to
their job. Once there are more than one job with their associated input and output ports on the editor's
drawing area, the user can select "Link' from the palette and connect the output port of ongob to the
input port of another to specify a dependency between them. A Work ow Job created using the palete
does not yet have a job description (JSDL le) associated with it. The user can double-clik on the
Work ow Job to start the JSDL Wizard which assists him / her to build the job description.

Another, more user-friendly way to start creating one's work ow is to drag and drop pre-de ned JSDL
les from the Grid Projects View onto the Work ow Editor. This action result s in new Work ow Jobs
being created for each JSDL that was dropped and a copy of the JSDL le is created in thevork ow's
folder. The Work ow Job's “jobDescription' eld points to the JSDL le that iti s associated with. New
Input and Output ports are created in the Work ow Job that correspond to any Input and Out put data
stagers that may be de ned in the JSDL. The user can also drag a JSDL le from the Grd Projects
View and drop it onto an existing Work ow Job in the work ow editor. Thisis useful when the work ow
editor may have a number of empty work ow jobs and the user would like to provide ajob description
for each one.

Advanced customisations to work ow jobs such as specifying arguments to executabk, or names of les
to be staged in / out is done via the JDSL editor (see sectionl.1.4) which is already a part of g-Eclipse.
The user can right-click on a work ow job which is already associated with aJSDL le and select the
"Open Job in JSDL Editor' option to do so.
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3.3.3 Supporting multiple work ow languages

As di erent scienti c user communities use di erent work ow frameworks, there is no one clear leader in
work ow systems and hence it was decided to build the work ow component of g-Eclipse ina work ow
framework-independent way. Support for popular work ow languages and frameworksan be developed
as plug-ins to g-Eclipse. Also, as work ows developed by users in g-Eclipse are asaged to be executed
in Grid environments, this approach would ensure that work ow engines that work with specic grid
middleware are supported when that middleware is integrated into g-Eclipse.

Figure 3.3: Transformation of Work ow description to XScu or JDL-DAG

The work ow description saved to le by the graphical work ow editor in g-Eclipse is in the XMI format,
which is not executable by any work ow engine. As developing yet another work ow engine walld be too
much wasted time and e ort, it was planned to support multiple work ow languag es (and consequently,
work ow engines) via an "Export to' functionality. This involves a transf ormation of the work ow descrip-
tion from its g-Eclipse-speci ¢ XMI format to one of many supported work ow description languages.

The rst such work ow description language to be supported is the Directed Acyclic Graph (DAG) used
by Condor's DAGMan tool. The DAG work ow description format was chosen primarily because it can
also be expressed in the Job Description Language (JDL), which is the job dedption format supported
by the gLite middleware. The GRIA middleware supports the execution of work ows described in XScu
and hence, transformation to this work ow description language is also supporéd. Figure 3.3 shows a
screenshot with the transformation options.

3.3.4 Work ow Execution

Execution of work ows is the responsibility of external work ow engines as thereis no work ow engine
included within the g-Eclipse framework. Once the work ow description from XMI is exported to a
format supported by a speci ¢ work ow engine, it can be submitted for execution. The exact method by
which this is accomplished will depend on the grid middleware in question.
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For g-Eclipse gLite work ows, the work ow description in XMl is translat ed to a DAG described in JDL
via a modi ed XSLT transform. This process involves translating the individual JSDL les to JDL and
using the dependency information described in the XMl le to generate the nal JDL-DAG. Thi s JDL-
DAG le is submitted as a standard job to the gLite WMS. The job submission mechanism of g-Eclipse
is responsible for staging any required executables or data and the work ow runs underhte control of
DAGMan on the remote Computing Element.

The GRIA middleware on the other hand, does not allow the user to “submit' jobs (or wak ows) in the

same sense as glLite. A work ow created in g-Eclipse has to be translated to XScuand then deployed
to a GRIA JobService where its execution will be overseen by the GRIA Work ow Application tool.

The deployment of GRIA work ows to a JobService can be accomplished from within gEclipse, via the
Work ow Deployer tool developed by IT Innovation. Once deployed, users can discover the wdk ow

application, create a JSDL le in g-Eclipse corresponding to this application and subnit it for execution

as they would with any other GRIA application.
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